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Abstract 

The problem of control is highly relevant to natural language generation (NLG) if a system is able 

to produce one-to-many mappings from its input to output texts, In this thesis the issue of control

ling a natural language generation from the point of view of stylistic variation will be discussed. 

The scenario is one in which the user can specify values in the stylistic dimensions presented to 

her, and a text conforming to the specified style has to be produced. This involves two issues: 

(1) the identification of the stylistic dimensions; and (2) the efficient control of the generation 

process in a search space that can become quite huge. 

Stylistic variation is analysed following the methodology described in (Biber, 1988) in order to 

obtain the stylistic dimensions present in the texts of a corpus. This approach also produces a 

scoring function for each stylistic dimension and, therefore, scores in the stylistic dimensions for 

each text (either from the corpus or produced by a generator) can be obtained. However, this is 

not sufficient by itself to guide a generator to produce texts with the stylistic scores specified by a 

user - it could be used in a 'generate-and-test' approach, but this is not efficient. 

In order to be able to guide the generator a link between stylistic scores and generator decisions 

has to be obtained, This research implements an approach that allows the prediction of scores in 

the stylistic dimensions in terms of a configuration of generator decisions, i.e., a prediction function 

was obtained, and this function was introduced in the generator to help choose the best path in 

the search space in accordance with the style desired by the user, obtaining an efficient control 

mechanism for the generation of texts in different styles. 
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'"Look, Mr Bohlen. With the sore of switchboard I'm rigging up, you'll be able co write any sore of book you 

want'. 

And this was true, for within another couple of months, the genius of Adolph Knipe had not only adapted che 

machine for novel writing, but had constructed a marvellous new contro l system which enabled the author co 

pre-select literally any type of plot and any style of writing he desired. There were so many dials ancl levers on 

the thing, it looked like the instrument panel of some enormous aeroplane. 

First, by depressing one of a series of master buttons, che writer made his primary decision; historical, satirical, 

philosophical, political, romantic, erotic, humorous, or straight. Then, from the second row (the basic buttons), 

he chose his theme: army life, pioneer clays, civil war, world war, racial problem, wild west country, childhood 

memories, seafaring, the sea boccom and many, many more. The third row of buccons gave a choice of literary 

style: classical, whimsical, racy, Hemingway, Faulker, Joyce, feminine, etc. The fourth row was for characters, 

the fifth for wordage - and so on ancl so on - ten long rows of pre-selector buttons. 

Bue that wasn't all. Control had also co be exercised during the actual writing process (which cook about fifteen 

minutes per novel), and co do this the author hacl to sit, as it were, in the driver's seat, and pull (or push) a bat

tery of labelled scops, as on an organ. By so doing, he was able continually co modulate or merge fifty different 

and variable qualities such as tension, surprise, humour, pathos, and mystery. Numerous dials and gauges on the 

dashboard itself cold him throughout exactly how far along he was with his work. 

Finally, there was the question of 'passion'. From a careful study of the books at the cop of the best-seller lists for 

the past year, Adolph Knipe hacl decided that this was the most important ingredient of all - a magical catalyst 

that somehow or other could transform the dullest novel inco a howling success - at any rate financially. But 

Knipe also knew that passion was powerful, heady stuff, ancl must be prudently dispensed - the right propor

tions at the right moments; and co ensure this, he hacl devised an independent control consisting of two sensitive 

sliding adjuscors operated by foot-pedals, similar to the throttle and brake in a car. One pedal governed the per

centage of passion co be injected, the other regulated its intensity. There was no doubt, of course - and this was 

the only drawback - that the writing of a novel by the Knipe methods was going to be rather like flying a plane 

and driving a car and playing an organ all at the same time, but this dicl not trouble the inventor. When all was 

ready, he proudly escorted Mr Bohlen in the machine house and began co explain the operating procedure for the 

new wonder." 

(from Roald Dahl's short story The Great Automatic Grammatizator, in the book Someone Like You, Penguin 

books - emphasis added.) 
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Chapter 1 

Introduction 

1 Motivation 

Natural language generation (NLG) is an area of study of how to transform a representation, for 

instance, from a database/knowledge base into textual form in a specified natural language, say, 

English. 

Its technology has been maturing in recent years up to the point where now a key issue is not 

simply to produce one solution (sentence/text) for a given input, but to choose the best one 

among the possible alternatives (Langkilde and Knight, 1998a, 1998b; Langkilde-Geary, 2002; 

Varges and Mellish, 2001). 

The potential for producing a very large number of alternative realisations from the same input 

allows the exploration of aspects of communication like the choice of an appropriate style for the 

text. 1 A generator capable of generating text in a specified style will be called stylisticaUy sensitive. 

An initial characterisation of where stylistic issues would be involved in an NLG system is pre

sented in figure l. Although the picture is considerably vague at this stage, it can be seen that the 

user of the system would have to be made aware of the stylistic possibilities for establishing the style 

a text should be generated in. In addition, the generator should know how to choose the best op

tions for achieving the desired style specified by the user. There can be also, at the end of the 

process, a stage of detecting whether the output conforms to the style requested. 

A working definition for 'style' will be presented in chapter 2. 

1 
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n~KB 
style 

NLG 
system 

Figure 1: Initial components of the problem 

2 

Without going into details of how to define style, the minimum assumption that can be made at 

this stage is that there will be parameters (called stylistic parameters) presented to the user that will 

represent stylistic characteristics, and these parameters will be eventually related to linguistic con-

structions (called linguistic features) that will be present in the text. A stylistic analysis is the process 

that will relate linguistic features to stylistic parameters. 

Deciding what is the best textual realisation that satisfies the values for stylistic parameters set by a 

user is then a matter of producing text(s) containing the stylistically relevant linguistic features 

that are compatible with those values for the stylistic parameters. 

Knowing when a text contains certain stylistic characteristics does not mean that it is simple to 

make a generator produce them efficiently. In order to be efficient, control has to be exercised at 

certain points in the generation process so that the most promising options are tried first. Those 

points in the generation process have to be identified and their decisions may have to be analysed 

as each stylistic characteristic may affect only a subpart of them. 2 Then a control strategy has to be 

devised and employed. 

There are not many stylistically sensitive systems available currently. The most relevant ones are 

PAULINE (Hovy, 1988), Green and DiMarco's generator (Green, 1992; Green and DiMarco, 

This point is va lid either for when building a generator from scratch or when transforming an existing 

generator into a stylistically sensitive one. 
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1993), and PANACHE (Maclaren, 2003)3
, which will be reviewed in detail in chapter 2, but none of 

them presents a general approach with respect to all the main issues involved in constructing stylis-

tically sensitive NLG systems, which are: 

1. to have a generic method of obtaining relevant stylistic parameters; 

2. to identify points inside the generator that are responsible for producing the solutions re

lated to the stylistic parameters; 

3. to have a strategy for controlling the generator in those points; 

4. to know when the text was generated in the required style. 

The next section will introduce the main building blocks of the framework which will be pre-

sented in this thesis to deal with the four points mentioned above. 

2 Our Framework 

The overall architecture of the framework4 has two phases, as shown in figure 2. The first phase is 

related to obtaining the relevant stylistic features and identifying the points in the generator that 

are responsible for producing the solutions related to the stylistic parameters (points 1, 2 and, as 

will be seen shortly, point 4 above). The second phase is related to the introduction of a control 

mechanism into the generator (point 3 above). 

The ultimate goal of the first phase is to be able to relate the decisions taken at each point in the 

generator which are responsible for any eventual difference in linguistic form to values in the sty-

listic parameters. These points in the generation process will be called choice points. 

There are other systems that claim to deal with stylistic generation, for instance, the business letter gen

erator of (Stamatatos et al., 1997), but which utilise a very limited solution to the problem we want to 

deal with in this thesis. 

This section is based on material published in (Paiva and Evans, 2004). 
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In this thesis the relation between decisions taken at choice points and values in the stylistic pa-

rameters will have a special importance because the former will be taken as a proxy for the latter, 

i. e., this relation will be such that, when taking a decision, the generator will be able to evaluate 

how close to the target value for the stylistic parameter the decision puts the process. 

9 
\ ;f;;i 

factor 
analysis 

stylistic 
dimensions 

~ 

PHASE 1 

Knowledge 
Base 

NLG 
system 

correlation 
analysis 

i 
stylistic 
scores 

PHASE 2 

~-----A-----~ 
( user \ 

specified 
values in 
stylistic 

dimensions 

NLG 
CP2 system 

CPn 

text in 
specified 

style 

Figure 2: Our framework 

In more concrete terms, the goal of the first phase will be achieved by deriving correlation equa-

tions relating internal generator decisions to surface stylistic features. This is done in three steps: 

(1) using a factor analysis to determine stylistic parameters from a corpus of texts, which provides 

both a style space and a way of locating a given text within that space - by giving a text a style 

'score' in each dimension; (2) free generation of texts (in the same domain as the corpus), re-

cording a trace of the generator's decisions at key choice points (CP1, ••• , CPn in the figure) plus 

the style score for the resulting text; (3) finding a correlation between these two sets of data. 

The second phase introduces a control mechanism into the generation process. The correlation 

equations obtained in the first phase are used in the same generation algorithm to control the 

generator actions at the choice points: each potential choice is assessed according to its likely ef-
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feet on the final style scores, and the one taking the generator closest to the user-specified target 

score is selected. 

The key components of the framework are: 

Factor Analysis The statistical factor analysis component uses Biber's method (Biber, 1988)5. Fae-

tor analysis is a statistical method which seeks to derive a number of (possibly) independent6 

factors which best account for the variation found in an input corpus. Each text in the corpus 

is analysed by counting the occurrence of easily detectable linguistic features, such as use of 

pronouns, passives and auxiliaries. These feature counts are normalised for text length and 

used to derive 'factors'. Factors are made up of groups of linguistic features that are correlated 

(positively or negatively) with each other: each feature makes a weighted contribution to the 

overall score for the factor. Once the factors have been obtained, any text can be scored by 

counting occurrences of the linguistic features, normalising for text length and feeding into 

the factor definition equation. The scores for the texts in the original corpus give an indica-

tion of the overall extent of the style space in terms of factor scores. 

Natural Language Generator The particular details of the generation algorithm are not critical 

for the framework as a whole. The key requirement is that the major choice points within the 

algorithm are clearly defined, since these are the points at which it will be controlled. In any 

given generation instance, from input to a particular text, two sets of data can be produced: 

(1) a trace of the internal decisions the generator took, and (2) the set of linguistic feature 

counts of the resulting text, which in tum can be used to compute factor scores. It is these 

two sets of data, across a wide range of freely generated documents, that will be correlated. 

The method has also been used by several other experiments with other corpora, among others, (Lee, 

1999) and (Sigley, 1997). 

6 The technique can be used to derive not only orthogonal (i.e., independent) but also oblique (depend

ent) solutions. As it will be seen in chapter 3, we obtained an orthogonal solution. 



Chapter 1: Introduction 6 

The generator is then run in a more constrained mode, where its decision at the choice points 

is determined by the effect each choice has on the overall factor scores, with the goal of pro-

ducing a single text with scores as close as possible to a user-supplied target. 

Correlational Analysis This component is used to correlate the generator's decisions and stylistic 

scores. Using a multivariate linear regression technique (although other techniques can be 

envisaged), correlation equations associated with each potential decision are obtained, indi-

eating how making that decision is likely to affect the overall factor score of the resulting text. 

It is important to realise that the choices made by the generator do not need to be directly associ-

ated with the linguistic features used to determine factor scores although in some cases they may 

be. For instance, the choice to select a passive grammar rule may well correlate with the presence 

of passive constructions in the text; but other situations, like a lower level decision being totally 

correlated with a higher level one, can also happen. 7 The approach assumes only that these two 

ways of measuring the system's behaviour (choice point tracing and factor scores) can be statisti-

cally correlated, and hence that one can be used as a proxy measure of the other. A further 

important assumption is that the variation observed, both in the input corpus and the generator 

choice points, is free variation, unconstrained by functional requirements of the input or context. 

This does not preclude the generator from making such decisions, but the statistical correlation 

and control is only applied to the residual 'free choice' possibilities. 

It will be seen on the text related to footnote 88 (page 107), for instance, that this happened in the im

plemented system of this thesis. 
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3 Thesis outline 

The thesis is divided in the following way: 

• Chapter 2 contains the literature review of the thesis. The most important approaches to the 

analysis of style and its implementation in generators will be reviewed in detail; 

• Chapter 3 contains the fundamentals of our factor analysis and details of the corpus that was 

used; 

• Chapter 4 contains the description of the architecture of our generator with the descrip

tion/illustration of the choice points; 

• Chapter 5 contains the statistical analysis that correlates stylistic scores with generator deci

sions; 

• Chapter 6 introduces a type of mechanism of control in the generator using the results from 

the correlational analysis. It also provides an internal evaluation of the system with respect to 

achieving the desired stylistic characterisation, as measured by the factor analysis - however, 

there is no independent validation that the texts are perceived as having certain stylistic prop

erties, nor that the texts are of good quality. 

• Chapter 7 presents our final conclusions about the work, and points further avenues to be 

explored in the future. 



Chapter 2 

Literature review 

l Introduction 

In this chapter we will review the literature related to the two areas dealt with in this thesis. The 

first area is stylistics, or the study of the type of language variation referred to as style (section 2). 

The second area is stylistically sensitive NLG systems and the most important systems that tried to 

incorporate text style in the generation process will be reviewed in detail (section 3). 

2 Stylistic literature 

2. 1 Introducing style 

This thesis will not try to define the term style precisely. This is because style, as any 'variety' of 

language, is a very difficult term to define. For instance, Enkvist starts the introduction of his Lin-

guis tic Stylistics saying that: 

STYLE is a concept as common as it is elusive: most of us speak about it, even lovingly, though few of us are will

ing to say precisely what it means. Those who write vaguely, subjectively, and impressionistically about it remain 

open to charges of conceptual looseness, however elegantly they may express their prejudices. Yet those who spend 

their energies on rigorous definitions of style and who support their statements with exact facts and figures fare 

no better. (Enkvist, 1973, p. 11)8 

For an interesting expos ition about the difficulties to cross the boundary between the easiness of accept

ing a layperson's definition of style to reaching a more scientifically based one, see (Taylor, 1980). 

8 
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The closest this thesis will get to a definition is to say that style is a term used to characterise lin-

guistic variation that can be correlated with context in a wide sense of the term (Enkvist, 1973, 

p. 17). In this sense, it can be compared with the term register which, according to (Halliday, 1976, 

p. 22), is constituted by "the linguistic features which are typically associated with a configuration 

of situational features". The term genre will be used in this thesis in the same way it was in (Biber, 

1988, p. 68), i.e., it is used "to refer to text categorizations made on the basis of external criteria 

relating to author/speaker purpose".9 

The term context can include both textual and extratextual features as seen in figure 3 below from 

(Enkvist, 1964). 10 

textual context 
linguistic frame 

phonetic context (voice quality, tempo, etc.) 
phonemic context 
morphemic context (he sings/he singeth) 
syntactic context (including sentence length and complexity) 
lexical context 
punctuation , capitalization 

compositional frame 
beginning/middle/end of utterance, paragraph, poems, play, etc. 
relationships of text to surrounding textual portions 
metre, literary form, typographical arrangement 

extratextual context 
period 
type of speech, literary genre 
speaker/writer 
listener/reader 
relationship between speaker/writer and listener/reader in terms of: 

sex, age, familiarity , education, class and status, authority, 
common stock of experience, etc. 

context of situation and environment 
gesture, physical action 
dialect and language 

Figure 3: List of contextual features 

Examples of ge nres then are 'editorials', 'b iographies', 'official documents', 'academic prose', 'science 

fictio n' , 'persona l letters', 'face-to-face conversa tion', 'broadcast', etc. (Biber, 1988, p. 67) 

10 (Enkvist, 1982) surveys contextual features that can be found in the literatu re from the perspective of 

stylistics - see also (Crystal and Davy, 1969, pp. 64ff.), (Brown and Fraser, 1979) and (Enkvist, 1973, 

chapter 4). 
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A stylistic analysis then is the process that tries to relate linguistic variation in (a body of) texts to 

contextual features. There are three aspects from this process that will be expanded in this discus

sion that follows. 

The first aspect is related to what constitutes the object of the analysis. In this thesis we want to be 

able to analyse what is usually referred to as group style in opposition to individual style (i.e., the 

style of an individual writer) (see (DiMarco and Hirst, 1993)). This is a question, to a certain ex

tent, delimited by the purpose of the system that will be built, but it also involves the selection of 

different analytical techniques. For instance, when analysing texts from a specific writer, it is usual 

to concentrate on the linguistic features that make this writer distinctive from others to whom she 

would be compared, and therefore techniques that would make it easier to identify those features 

would be used. 

The second aspect is related to how the process is carried out. A subjective approach will be 

avoided in favour of a quantitative approach - i.e., one in which it is possible to consistently meas

ure the occurrence of the linguistic constructions. In addition, we will concentrate on linguistic 

features that can be detected in an automatable way (i.e., that can be counted by using natural 

language engineering tools like part-of-speech taggers, parsers, etc.) with the intuit of making it 

easier for the approach to be applied in other textual domains. 

The final aspect is related to how linguistic features are analysed. Assuming a quantitative ap

proach, there are at least two types of analyses of stylistic variation that can be applied to texts. 

The first concentrates on analysing isolated linguistic features (Cluett, 1976) and the second tries 

to group linguistic features in accordance with their co-occurrence (Biber, 1988). The second type 

of analysis seems to be a better option since, if the linguistic features do not have any significant 

correlation, the end result is the same collection of isolated features that were available at the be

ginning of the process. On the other hand, if they do correlate, then there is the emergence of an 

extra layer of understanding. 
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In the next sections two types of stylistic analysis found in the literature will be presented. The 

first one (section 2.2) was produced in a (to a certain extent) subjective fashion, using a corpus of 

newspaper texts. The other one (section 2.3) is a quantitative analysis produced on a corpus com-

prising several different genres of texts using corpus linguistic and statistical tools. 

2.2 DiMarco's stylistic grammar 

DiMarco's work (DiMarco, 1990; DiMarco & Hirst, 1993 - henceforth D90 and D&H93 respec-

tively) aims at establishing a vocabulary of terms for stylistic analysis. In doing so she starts with 

the view that style is defined in relation to a norm, i.e., "the most commonly used structures in a 

given genre" (D&H93, p. 460). In addition, if a stylistic construction conforms with the norm for 

a given genre, then it can be called stylistically concordant. If it does not conform with the norm, 

then this is a case of a stylistically discordant construction. The main components of her grammar 

are shown in figure 4 and those components will be described from the bottom upwards 11
. 

The SYNTACTIC STYLISTIC GRAMMAR (bottom of figure 4) is where the syntactic components (like 

Ss, NPs, VPs, Adjectivals, Premodifiers and Postmodifiers) are defined in terms of style (D90 calls 

them primitive elements). For the analysis of these primitive elements DiMarco uses two different 

views: (1) the first is the connective view, where "a sentence component acquires [stylistic] shape 

from its integrating effect, its degree of bonding with the rest of the sentence" (D90, p. 56), and 

(2) the second is the hierarchic view, where stylistic "shape is acquired from the degree of subordi-

nation or superordination" (ibid, p. 57). Here only the connective view will be presented. 

11 Her depiction of grammar has also a "lexical stylistic grammar" and a "semantic stylistic grammar" in 

the bottom level, but these were not implemented and integrated in the papers above mentioned. 
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Grammar 
of Stylistic 

Goals 

" 

Grammar 
of Abstract 
Elements 

II\ 

Syntactic 
Stylistic 

Grammar 

High-level stylistic 
parameters: 

• clarity 
• concreteness 
• staticness 

Properties: 
• balance 
• dominance 
• position 

Connectivity and 
hierarchic views on: 

• s 
• NPs 
• VPs 
• Adjectivals 
• Adverbials 
• Postmodifiers 
• Premodifiers 

Figure 4: DiMarco's stylistic grammar components 

The criteria for assigning the connective view to a primitive element are the following (D90, 

p. 56): 

• "The degree of usage of the component: is it used in a usual manner, with a frequent degree of usage, or 

not? I assume that constructions with a high degree of usage will seem less incongruous and more connective 

than constructions that are not often used. Compare the premodifying adjective, with its high degree of us

age, as in a timid man, to a postmodifying adjective, with its low degree of usage, as in a man always 

timid. The premodifying case has a less incongruous, more connective effect. 

• "The presence of syntactic cues in the component in the form of connector words that promote the solidarity 

of the "block" of words in which the component is contained. 

• "The presence of other syntactic cues in the component, such as subject-verb accord, that promote syntactic 

solidarity." 

The connective view is classified using the terms conjunct (with indexes varying from O to 4, in-

creasing connectivity) and antijunct (also with indexes from O to 4, increas ing disconnectivity), 

where conjunct0 is equivalent to antijunct0
. It is interesting to see some examples for the connective 

effect and the explanation given by DiMarco as we will need them for our discuss ion later. At this 
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stage, she offers examples of noun postmodifiers (090, pp. 56-57 - these are her examples (4-1) to 

(4-3) respectively - her emphasis): 

• "These books, rather valuable, are expensive." 

• "These books, being rather valuable, are expensive." 

■ "These books, which are rather valuable, are expensive." 

"In the [first sentence], the postmodifying construction is an adjectival, but its post position is the less usual us

age, so that there is an incongruity, a disconnective effect: therefore, the postmodifying adjectival is classified as 

antijunct 1
." 

"In [the second] sentence, it is quite usual to use a postmodifying participle clause, so that there is a connective 

effect. However, the clause lacks a subject, so that the solidarity gained by a subject-verb accord is missing. As a 

consequence, the connective effect of the clause is muted: the postmodifying participle clause is classified as con-

. 1" 
JUnct. 

"In [the third] sentence, it is again quite usual to use a postmodifying relative clause, so that there is a connec

tive effect. As well, the presence of a wh-element forces an accord with the verb in the clause, so that an 

integrated subject-verb block, with a high degree of connectivity, is produced: the postmodifying relative clause is 

classified as conjunct2
." 

The notion of concordance and discordance will then be associated with the terms used on the 

primitive elements: "in the connective view, the concords are associated with constructions that 

are connective, for we assume that cohesion is the default usage, while the discords are disconnective 

structures, as a lack of cohesion is less usual. Thus, a concord (. .. ) is produced by a conjunct con-

struction; a discord (. .. ) is caused by an antijunct construction." (D&H93, p. 474 - emphasis 

added). 

So at the lowest level there will be rules for classifying usual grammar elements into conjuncts or 

antijuncts primitive stylistic elements. For instance, some rules for stylistic adjectivals are 12
: 

conjunct2 adjectival ➔ 
premodifying genitive 

12 The first rule means that a conjunct2 adjectival is either a premodifying genitive, or an adjective (with a possi

ble intensifier before), or a noun. 
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(intensifier) adjective 
noun 

conjunct 1 adjectival ➔ 
adjective 

14 

The next level defines stylistic premodification in relation to the primitive stylistic elements, and 

concordance and discordance of premodification (the index i, in the third line of the first rule below, 

is used as a substitute for any number between O and 4) 13 
: 

conjunct2 premodification ➔ 
conjunct2 adjectival 
((predeterminer) determiner) conjund adjectival 

conjunct1 premodification ➔ 
conjunct 1 adjectival 

conjunct0 premodification ➔ 
conjunct0 adjectival 
adverbial 
participle 

concordant premodification ➔ 
conjunct2 premodification 
conjunct1 premodification 

discordant premodification ➔ 
conjunct0 premodification 
antijunct 1 premodification 

At this point the rules for stylistic nominal groups and noun phrases have the general form as 

C/D nominal group ➔ 
(C/D premodification)* C/D noun (C/D postmodification)* 
C/D pronoun 

C/D nominal phrase ➔ 
CID nominal group 
C/D nominal clause 

13 The rules here came from D90. In D&H93 the discordant premodification rule only includes antijund 

premodification as their daughter, as conjunct0 premodification is a daughter of concordant premodifica

tion. 

14 C/D stands for 'concordance or discordance'. Parenthesis shows optional elements, and Kleene star 

means zero or more elements. 
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The concordant or discordant character of a structure - the nominal group in the case above -

will be affected by the concordant/ discordant character of its subcomponents - premodification, 

noun, and postmodification in the first rule above. But this does not happen in an additive way, 

as concordance/discordance is defined in a non-gradable fashion. DiMarco stipulates that a struc-

ture will be concordant (e.g., a concordant nominal group) only if all its sub-components are 

concordant; otherwise, the structure will be considered discordant. 

She refers to the way a component is affected by its subcomponents as the projection problem, i.e., 

how the types of the substructures (e.g., concordant or discordant) are responsible for the assign-

ment of a type (i.e., concordant/ discordant) for a structure. The lack of gradability of the 

discordant/ concordant types implies that there is no distinction in DiMarco's grammar, for in-

stance, between a group which had four discordant subgroups from a group which had only one 

discordant subgroup. 

In total, the syntactic stylistic grammar (the lowest module in figure 4) defines stylistic terms up to 

sentential level. For instance, the sentences can be classified as major (the most basic structure - a 

single main clause), complete (the more complex - it adds dependent clauses to the main clause), 

and sentence (the most general - it can be complete or incomplete). 

The GRAMMAR OF ABSTRACT ELEMENTS (the middle module in figure 4) defines elements in ac-

cordance with three properties: balance, dominance, and position (D&H93, p. 462): 

"Balance: A balance term characterizes a stylistic effect created by the juxtaposition of similar or dissimilar sen

tence components. 

"Dominance: A dominance term describes a stylistic effect created by the particular hierarchical structure of a 

sentence. 

"Position: A position term describes a stylistic effect created by the particular placement of a syntactic compo

nent within a sentence." 

The terms devised to be used with the respective properties can be seen in figure 5, For instance, 

for the balance property, a homopoise sentence can be defined as "a sentence with interclausal coor-
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dination of syntactically similar components" (D&H93, p. 463). For the dominance property, a 

monoschematic sentence can be defined as "a sentence with a single main clause with simple phrasal 

subordination and no accompanying subordinate or coordinate clauses" (D&H93, p. 465). 

{

homopoise 
BALANCE 

heteropoise 

{

monoschematic 

DOMINANCE centroschematic 

polyschematic 

{

initial 

POSITION medial 

final 

Figure 5: Properties that can be assigned to components 

The GRAMMAR OF STYLISTIC GOALS (top module in figure 4) defines the high-level stylistic pa-

rameters. There are three stylistic goals there: clarity, concreteness, and staticness. The values 

attributed to each of these stylistic goals are: 

■ Clarity: clarity/ neutrality/ obscurity 

■ Concreteness: concreteness / neutrality/ abstractness 

■ Staticness: staticness /neutrality/ dynamism 

For instance, clarity is associated with simple sentences consisting of one independent clause 

(monoschematic), or with parallel sentences that reduces ambiguity by stressing the same gram-

matical form (homopoise), or with a main clause preceded and followed by dependent clauses 

(centroschematic). Examples of rules for the values 'clarity' and 'staticness' are: 

clarity ➔ 

monoschematic 
homo poise 
centroschematic 

staticness ➔ 
monoschematic 
homo poise 
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As a critique, we believe there are a few problems with OiMarco's work as a general solution that 

could be applied in other textual domains. The first problem is related to the fact that her defini-

tions are anchored in the norm obtained from her corpus. So if someone wanted to use her 

grammar in a corpus from a different genre, all her definitions would possibly have to be changed, 

because the norm is bound to change if a different genre is used, as shown in (Biber, 1988), and 

this could involve a considerable amount of work which, in the form it stands, also involves a 

considerable amount of subjective judgement (see the third point below). 

A second problem is the non-gradability of her scales in her definition of concor

dance/ discordance. As mentioned earlier, this is related to what she called the projection problem, 

i.e., which type of relation (i.e., concordant or discordant) is projected from the substructures to a 

parent structure. In a sense, it would be more interesting if OiMarco had come up with a notion 

of concordance and discordance that accepted a degree value, so that some form of gradability 

could be taken into account in the same way she used gradation in her lower level scales (e.g., con-

junct3
, conjunct2

, conjunct1, conjunct0
, antijunct1, antijunct2

, antijunct3). 

A third problem is also related to her use of the definition of concordance/ discordance through

out the modules of her grammar. It seems that there are two possibly conflicting criteria for the 

definition of concord, specially when it is related to the concrete view of the primitive elements: 

one criterion is the conventional definition, based on the norm (the most usual element); the 

other criterion is based on cohesiveness (or connectivity). Let us consider the example sentences 

(repeated below- her examples (4-1), (4-2) and (4-3) in 090, pp. 56-57, her emphasis): 

■ "these books, rather valuable, are expensive" 

• "these books, being rather valuable, are expensive" 

■ "these books, which are rather valuable, are expensive" 

In her analysis, (4-3) is the sentence with the postmodifier with the highest degree of connectivity 

and it should be a concordant structure. In sentence (4-2) the postmodifier is less connective, but 
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still should be considered a concordant structure. And in (4-1) the postmodifier is considered dis

cordant, as it is disconnective. Imagine, for instance, that the order of the usage found in the 

corpus were a bit different: (4-1) being the most usual, (4-3) the second most usual and (4-2) very 

unusual. What would the assignment of the primitive elements be? Should it be (4-1) as concor

dant, (4-3) as concordant and (4-2) as discordant? But the justification based on connectivity (i.e., 

connectivity equals concordance) would not work anymore. 

Finally, her grammar only deals with stylistic goals for the sentential level. If it had to be extended 

for treating a larger span of text (say, a paragraph containing a few sentences), then she would 

have to find a better solution to the projection problem. For instance, what would be the value in 

the clarity stylistic goal of a paragraph with three sentences, two of them marked as 'clarity' and 

the other marked as 'obscurity'? Sooner or later this problem would have to be remedied, and 

probably the best solution would be the introduction of a continuum scale as part of the mecha-

nism. 

2.3 Biber's register analysis 

Biber' s register analysis (Biber, 1988) was a study that aimed at analysing the linguistic variation in 

the whole English language using a corpus of hundreds of documents from several genres. One of 

the main aspects of his research is that he wanted to find a degree of bondness among a set of 6 7 

linguistic features/variables, covering several aspects of the English language. For doing that, 

Biber used a statistical technique called factor analysis which is used to reduce the variable space by 

grouping the variables, based on their correlation, into factors. After the factors are obtained 15, 

each text can be scored based on them. The scores, forming a continuum, will be called a dimen

sion of variation (or stylistic dimension). 

15 Extraction is the technical term for this. 
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The resulting factors are analysed with respect to the linguistic features that appear in each of 

them based on the literature available for each linguistic feature 16, and also with respect to the 

scores of the texts in each genre, so that not only intra-genre comparison but also comparison 

among genres is possible. 

The approach can be summarised by the following sequence of steps: 

1. a large number of linguistic features is counted for each text; 

2. the counts are normalised to a text length of 1,000 words (in order to make comparisons 

between texts possible) and also standardised to a mean of 0 and standard deviation of 1 (in 

order to make comparisons between features possible); 

3. a matrix containing correlations among all linguistic features is calculated and a statistical 

technique knowing as factor analysis is performed on it aiming to group the features into a 

small number of sets (each set being a factor, also called a dimension); 

4. the obtained factors are interpreted based on previous knowledge of the linguistic variables 

to see if their co-occurrence makes conceptual sense; 

5. scores on the factors are produced for each text so that comparison between texts are possi

ble. 

The following subsections start with the introduction of the classes of linguistic features and the 

texts Biber used in his analysis (section 2.3.1). Then there is a digression in order to introduce the 

main concepts of factor analysis (section 2.3.2) - the discussion is presented in fairly general 

terms and is not focused on text analysis. Finally, Biber's results and his interpretation of (part of) 

one of his factors are presented (section 2.3.3). 

16 For instance, see (Sandra Thompson, 1984), (Ford and Thompson, 1986), (Chafe and Danielewicz, 

1987), (Chafe, 1982), (O'Donnell, 1974), (Biber, 1988) and (Biber et at., 1999), among others. 
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2.3. 1 Biber's linguistic features, search algorithms, and texts 

The classes of linguistic features, with examples, and the patterns Biber used are presented in ta-

ble l; they are intended to cover a wide range of linguistic variation of the English language, but 

are restr icted to those features for which counts are poss ible to obtain (semi-) automatica lly.17 

Each linguistic feature is counted fo r each text and these results are normalised to a text length of 

1,000 words in order to make comparisons between counts poss ible. 18 In Biber's study, the tag-

ging and counting processes were done automatically and, fo r just a small n umber of features, 

disambiguation was conducted in an interactive way. 

Classes of linguistic features Patterns 
19 

(followed by examples in parentheses) (only a few examples) 

tense and aspect markers 
(present and past tense, and perfect aspect) 

place and time adverbials 

pronouns and pro-verbs 
(1 st

, Z'd, 3d, it, demonstrative, indefinite pronouns, and pro-verbs do) 
- ~ 

Questions 
['that' I 'this '/ 'those'/ 

(direct WH questions) 
'these']+ [V /ALIX/ WHP 

nominal forms 
/ clausePunc / 'and'] 

(nominalizations, gerunds, and other nouns) 

passives 
--

(agentless and "by" passives) 

stative forms 
be (+ adv) (+ adv) + vbn 

(be as main verb, and existential there) 

subordination features 
(participial clauses, that complements, relatives, adverbial subordinators, .. . ) 

prepositional phrases, adjectives , and adverbs 

lexical specificity 
(type/token ration, mean word length) 

lexical classes --
(conjuncts, downtoners, hedges, amplifiers, emphatics, demonstratives) 'furthermore' /'however'/ 

modals 'i. e.' I 'otherwise'/ ... 
(possibility, necessity, and predictive) 

specialised verb classes20 

(public, private, and suasive verbs, "seem" and "appear") 

reduced forms and dispreferred structures 
(contractions, stranded prepositions, split auxiliaries and infinitives) 

coordination 
(phrasal coordination, and independent clause coordination) 

negation 
(synthetic "no" negation, analytic "not" negation) 

Table 1: Linguistic features and example of patterns used in (Biber, 1988) 

17 A complete and detailed list can be fo und in appendix 2 of (Biber, 1988). 

18 The only exceptions to this are type/token ratio and mean word length. 

19 The notatio n fo r the patterns is the fo llowing: parenthesis means optionali ty; small caps denote class of 

words; plus sign means 'followed by'; slash and square brackets show alternatives; quotation is used for the 
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Biber used texts from two large corpora: the Lancaster-Oslo-Bergen corpus Qohansson et al., 

1978), for written texts, and the London-Lund corpus (Svartvik and Quirk, 1980), for spoken 

texts. His idea was to have a selection of texts covering a vast range of situational uses for both 

speech and writing so that he could test hypotheses about the linguistic differences between these 

two systems. In total he collected 481 texts comprising 23 genres 21
• Genre refers to 'text categori-

zations made on the basis of external criteria relating to author/speaker purpose' (Biber, 1988, 

p. 68). Examples of genre used in Biber's study are: political press articles, medical academic arti-

des, spontaneous dinner speeches, sports broadcasts, etc. 

2.3.2 Factor analysis 

Factor analysis is a statistical technique with several (possibly interrelated) uses. It is normally used 

as a data-reduction tool because it can create higher-level variables (factors) from a large number of 

initial variables by grouping those variables which co-occur. Another possible use is associated 

with the idea of latent variable, i.e., a variable that cannot be measured directly - personality and 

intelligence are examples. "In order to obtain information on such variables researchers are thus 

forced to consider other variables, which can be measured (i.e. are manifest variables) and which 

are related to the latent quantities of interest, but which may contain additional noise or error" 

(Krzanowski and Marriot, 1995, p. 115). 

There are two main types of factor analysis: (a) principal component analysis (PCA) and (b) factor 

analysis (FA) proper. The main difference is that, whereas in PCA the variance is treated as a uni-

form object, in FA, the variance is divided into three types (and the factors are extracted only 

from the common variance): 

word proper. For instance, the 'passive' example means any form of the verb "be" (i.e., "is", "was", etc.), 

possibly followed by at most two adverbs, and finalised by any past tense or irregular past participial 

verb. 

20 See (Quirk et al., 1985, pp. 1180- 3). 

21 In a later book, Biber replaced the term 'genre' by 'register' (Biber, 1995, p. 9). 
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■ common variance, which is the variance of a variable that is shared with other variables in the 

analysis; 

■ specific variance, which is the variance specific to the variable; 

■ error variance, which is the variance introduced in the variable by noise or error in the data

gathering process. 

For its treatment of the variance - i.e., by splitting it into three types and not letting the specific 

and error variances to play a role in the analysis - FA is the best choice if the objective is to iden-

tify the latent variables or constructs represented in the original variables when little is known 

about the amount of specific and error variances (Hair et al., 1998, p. 102). 

The FA process starts with the generation of a matrix containing correlations22 between each pair 

of variables and tries to group them into sets in accordance with these correlations. It is a process 

with a lot of backtracking, especially in the first stages where the dropping of variables (either be-

cause of low MSA value or low communality - see below) is an important issue. It can be divided 

into five main steps: 

1. checking preconditions on the data - where the correlation matrix is checked to see if it is suit

able for factor analysis. One test frequently used is the Kaiser-Meyer-Olkin measure of sampling 

adequacy (MSA) whose values in the 0.90s were characterised by Kaiser as marvellous, values 

in the 0.80s as meritorious, in the 0. 70s as middling, in the 0.60s as mediocre, in the 0.50s 

as miserable, and below 0.50 as unacceptable. The test can give an overall value for the vari

able sample and also for individual variables. One possibility for increasing the overall MSA is 

not to use variables with low MSA values - (Hair et al., 1998, p. 122) suggest that one should 

iterate at this stage dropping the variables with low MSA value until all of them are above a 

certain threshold; 

2. extraction of the factors - the extraction is done in such a way that the first factor accounts for 

the maximum amount of common variance; the second factor accounts for the maximum 

22 In reality, the matrix is not a correlation matrix proper, as the diagonal elements are not ls, but estima

tion values for the common variance of each variable - this matrix is called a reduced correlation matrix. 
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from the leftover variance (i.e., total variance minus variance accounted by the first factor); 

the third one accounts for that variance left over from the second factor, and so on. The 

number of factors is decided at this stage possibly by the use of several criteria. One of them 

is the scree plot where the variance values extracted by each factor are plotted and inspected 

in order to find the place "where the steeply descending curve turns into a gently sloping 

straight line-the scree" (Cattell, 1978, p. 90). The extracted factors are orthogonal to each 

other, i.e., they are not related to each other. The result of the extraction is expressed as a 

matrix of loadings showing the correlation between the original variables and the factors, and 

from these loadings, it is possible to calculate the variable's communality, i.e., the "proportion 

of its variance which can be accounted for by the common factors" (Gorsuch, 1974, p. 26). 

Variables with low communality should be eliminated from the analysis23
; 

3. rotation of the factors - it is usually necessary to rotate the extracted factors since the extraction 

process is driven by a maximisation function on the variance and, as a consequence, the re

sulting factors do not necessarily give the best picture for the data. The rotation process aims 

to achieve a simple structure for the factors, i.e., one in which each variable, when possible, is 

related to only one factor, facilitating the interpretation of the factors. There are two main 

types of rotation: (1) orthogonal, where the factors are kept uncorrelated, and (2) oblique, 

where the factors are allowed to correlate. (Gorsuch, 1974, p. 212) suggests starting with an 

orthogonal rotation (e.g., the Varimax method) and finishing with an oblique method (e.g., 

the Promax method) testing different correlations for the factors in order to see if a simpler 

solution appears. 24 When an orthogonal rotation is used, the main output is a factor matrix 

with loadings showing the correlation between the original variables and the factors. When 

an oblique rotation is use, two main matrices are output: a factor structure matrix, where the 

loadings represent the correlation between the variables and the factors; and a factor pattern 

matrix, where the loadings represent coefficients which will be used for scoring purpose (see 

below); 

23 A low communality means that the factors are not representing the variance of the variable well. For 

instance, a communality of 0.30 for a variable means that all the factors in the solution are representing 

30% of its observed variance. 

24 Using the Promax rotation method, different factor correlations are obtained via the alteration of the 

value of the 'power'. "By varying the power, the degree of obliquity can be varied as well as the simplicity 

of the structure. The proper power is that giving the simplest structure with the least correlation among 

factors" (Gorsuch, 1974, p. 197). 
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4. interpretation of the factors - in this phase the rotated factors are interpreted based on previous 

knowledge of the variables to see if the co-occurrence of the variables makes conceptual 

sense, but it is also important to note that not necessarily all factors will have an interpreta-

tion; 

5. generation of scores on the factors - for each observation, scores on each factor are calculated 

based on the variables which load high on each factor. These scores are a valuable tool for 

comparing observations. 

2.3.3 Biber's results 

Not all steps discussed above are present in (Biber, 1988). For instance, the only linguistic feature 

he excluded was split infinitives, based on its infrequent occurrence - the MSA test was not used (or 

at least not mentioned). 25 The number of extracted factors was determined based on the scree plot 

and seven factors were extracted, six of which were interpreted. In (Biber, 1988, p. 84) there is a 

discussion about how many factors to extract, but apparently he did not consider the values of 

communality of the variables - 21 linguistic features in Biber's final study had communalities 

below 0.30 (8 of them were even below 0.20). 26 

Biber used an oblique rotation technique (Promax)27 and the factor pattern matrix obtained is 

presented here in table 2 which should be interpreted in the following way. Only variables with 

loadings above .30 are presented as significant. Factors 1, 2 and 3 are comprised of positive and 

negative sides (marked by 'plus' and 'minus' signs on the factor labels), characterising opposing 

groups of co-occurrence, i.e., when a text is marked by having the variables in the positive side of 

one factor, the tendency is not to have those variables of the negative side (and vice versa). Labels 

(in italics) represent the interpretation Biber ascribed to each factor. The variables in parentheses 

25 Six linguistic features in Biber's solution had MSA below 0.60. This information about MSA cannot be 

found in (Biber, 1988). They were provided by David Lee, who reproduced Biber's analysis starting from 

the correlation matrix published in (Biber, 1988) - see (Lee, 1999). 

26 David Lee, personal communication. See also (Lee, 1999). 
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are those which have a higher loading in other factor (for instance, adverbs is in parentheses in 

factor 1 because its loading is 0.4 2 whereas in factor 3 it is 0.46). 

Factor 1 Factor 2 Factor 3 Factor 4 

Involved Production(+) Narrative Discourse(+) Situation-Dependent Overt Expression of 
Reference ( +) Persuasion 

Private verbs .96 Past tense verbs .90 Time adverbials .60 Infinitives .76 

THAT deletion .91 Third person pronouns .73 Place adverbials .49 Predictive modals .54 

Contractions .90 Perfect aspect verbs .48 Adverbs .46 Suasive verbs .49 

Present tense verbs .86 Public verbs .43 Explicit Reference H Conditional subordination .47 

Second person pronouns .86 Synthetic negation .40 WH relative clauses on Necessity modals .46 

Analytic negation .78 Present participial clauses .39 object position -.63 Split auxiliaries .44 

Demonstrative pronouns .76 Pied-piping constructions- .61 (Possibility modals .37) 

General emphatics .74 Non-Narrative Discourse(-) WH relative clauses on 

First person pronouns .74 (Present tense verbs - .47) subject position - .45 

Pronoun IT .71 (Attributive adjective - .41) Phrasal co-ordination - .36 

BE as mains verb .71 Nominalizations - .36 

Causative subordination .66 

Indefinite pronouns .62 

General hedges .58 

Amplifiers .56 

Sentence relatives .55 
WH questions .52 
Possibility modals .50 
Non-phrasal co-ordination .48 

WH clauses .47 

Final prepositions .43 
(Adverbs .42) 

Informational Production(-) Factor 5 Factor 6 

Nouns -.80 Abstract Style On-line Informational Elabora-

Word length -.58 lion Marking Stance 

Prepositions - .54 Conjuncts .48 THAT clauses as verb 

Type/token ratio - .54 Agentless passives .43 complements .56 

Attributive adjectives - .47 Past participial Demonstratives .55 

(Place adverbials - .42) adverbial clauses .42 THAT relative clauses on 

(Agentless passives - .39) BY passives .41 object positions .46 

(Past participial Past participial THAT clauses as adjectives 

postnominal clauses - .38) postnominal clauses .40 complements .36 

Other adverbial (Final prepositions .34) 

subordinators .39 (Existential there .32 ) 

(Demonstrative pronouns .31) 

(W H relative clauses on 
object position .30) 

Table 2: Biber's Factor Pattern Matrix (only major loadings) 

To illustrate the type of interpretation poss ible through the analysis of a factor, we quote Biber's 

interpretation of his factor 1 (only negative side here), labelled by him as 'informational produc-

tion ' : 

27 The 'power' para meter used by Biber (1988) was the default, i.e. 3 - David Lee, personal communica

tion . (See foo tnote 24 for the function of power in the ro tatio n process .) 
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To interpret this dimension [factor ll, we must assess the functions shared by these co-occurring features. There 

are relatively few features with negative weights [loadings], and their interpretation is relatively straightforward. 

Nouns, word length, prepositional phrases, type/token ratio, and attributive adjectives all have negative weights 

larger than .45 and none of these features have larger weights on another factor . Nouns are the primary bearers 

of referential meaning in a text, and a high frequency of nouns thus indicates great density of information. 

Prepositional phrases also serve to integrate high amounts of information into a text. Word length and 

type/token ratio similarly mark high density of information, but they further mark very precise lexical choice re

sulting in an exact presentation of informational content. (. . .) Attributive adjectives are used to further elaborate 

nominal information. They are a more integrated form of nominal elaboration than predicative adjectives or 

relative clauses, since they pack information into relatively few words and structures. (. . .) (Biber, 1988, 

pp. 104-105) 

The main criticism that can be said about Biber's work is that he assumed that his results were 

valid for the whole English language, when, in fact, they should be interpreted very cautiously as 

(Lee, 1999) demonstrated. The point is that the choice of corpus is crucial if the researcher wants 

to generalise the results - "the results of the analysis hold true for the corpus, and can only be gen-

eralized to the extent that the corpus is a representative sample" (Ball, 1994; emphasis added). 

(Lee, 1999) also showed (as already mentioned) that there are some glitches in Biber's statistical 

results. (Ball, 1994) also calls for some caution with the automatic counting of features because, 

among other things, it is difficult to assess 'recall' (i.e., "the proportion of relevant information 

that is retrieved") when using a large corpus. These types of criticism can be answered by noting 

that Biber's work is exploratory, not confirmatory, and it is bound to be only an approximation of 

the reality. 

Nonetheless, there are a few advantages of his approach in relation to, for instance, DiMarco's. 

One of them is the fact that the analysis can be produced in an (semi-) automatic way and that the 

techniques utilised make it a very generic method of obtaining linguistic variation for different 

corpora. For instance, there have been several studies using this technique including (Carroll, 

1960), (Lee, 1999), and (Sigley, 1997), (Taavitsainen 1993), (Besnier, 1988) among others. 

In addition, factor analysis can be considered an extension of the approaches which analysed each 

linguistic feature in an isolated way (for instance, (Cluett, 1976), (O'Donnell, 1974), (Chafe, 
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1982) and (Chafe and Danielewicz, 1987)). This comes from the logical consequence that, if there 

are no correlations among the linguistic features, there will be no grouping of them into factors 

and then the analysis becomes one based on individual features. 

In comparison to OiMarco's works, Biber's approach also has the advantage of producing stylistic 

dimensions that are not based on discrete values. 

3 Style in NLG 

This section will review the most important NLG systems that in some form or another tried to 

control the style of the generated text. We started with the work of Hovy (section 3 .1) which is the 

first in the field to directly address the issue of style. Section 3.2 presents a system that used Di

Marco's stylistic grammar (seen in section 2.2) in the PENMAN system (Mann, 1983; Matthiessen 

and Bateman, 1991). This section ends with the description of PANACHE (Maclaren, 2003), a sty

listically sensitive sentence planner that uses a blackboard architecture. 

3. 1 Hovy's PAULINE 

PAULINE is a system in which the user has some indirect control over the style of the text by speci

fying values for the conversational setting and for the pragmatic goals (Hovy, 1988; 1990). For 

instance, the user can set the level of acquaintance between speaker/writer (the system) and 

hearer/reader (e.g., friends, acquaintances, strangers), can specify the knowledge of the topic of 

the speaker and hearer (e.g., expert, student, novice), and can determine the way the text should 

affect the hearer's emotion toward the speaker (e.g., the text should make the hearer re

spect/like/ dislike the speaker). 

To mediate between the pragmatic goals and the linguistic features that could realise them Hovy 

utilises what he calls 'rhetorical goals of style' (referred to as stylistic dimension in this thesis), and 

he gives a list containing twelve of these goals and their possible values (Hovy, 1988, p. 34), re

produced here as table 3. 
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Rhetorical Goal of Style Values Explanation 

Formality highfalutin, normal, colloquial highfalutin language is used for speeches 
and toasts 

Simplicity simple, normal, complex simple text has short sentences and easy 
words 

Timidity timid, normal, reckless willingness to include opinions 

Partiality impartial, implicit, explicit how explicitly opinions are stated 

Detail details only, interpretation, too many details can be boring to non-
both experts 

Haste pressured, unplanned, some- when there's little time, you speak fast ... 
what planned, planned 

Force forceful, normal, quiet forceful text is energetic and driving 

Floridity dry, neutral, flowery flowery text contains unusual words 

Color facts only, with color colorful text includes examples and idioms 

Personal reference much, normal, none - two amount of direct reference to the inter-
ranqes, for speaker and hearer locutors 

Openmindedness narrow-minded, openminded willingness to consider new topics 

Respect arrogant, respectful, neutral, communicating relative social status 
cajoling 

Table 3: Hovy's rhetorical goals of style 

The choice of one of those values is set by a configuration of the conversational setting and the 

pragmatic goals. For instance, one rule for the formality rhetorical goal is (ibid, p. 87): 

"set RG:formality to 

■ "colloquial when the depth of acquaintance is marked friends, or when the relative social status is 

marked equals in an atmosphere (tone) marked informal 

■ "normal when the depth of acquaintance is marked acquaintances 

■ "highfalutin when the depth of acquaintance is marked strangers" 

The realisation of a text in one value of a rhetorical goal of style is performed by taking the ap-

propriate decision at each point in the generation process. For instance, if the text needs to be 

formal (i.e., highfalutin in the formality rhetorical goal), the decision points in the generator that 

are affected and their respective decisions are (ibid, p. 85ff): 

■ "topic inclusion: to make long sentences, select options that contain causal, temporal, or other relations 

to other sentence topics 

■ "topic organization: to make complex sentences, select options that are subordinated in relative clauses; 

that conjoin two or more sentence topics; that are juxtaposed into relations and multi-predicate enhancer 

and mitigator phrases 



Chapter 2: Literature review 29 

• "sentence organization: to make sentences seem weighty, include many adverbial clauses; place these 

clauses toward the beginnings of sentences rather than at the ends; build parallel clauses within sentences; 

use the passive voice; use more complex tenses such as the perfect tenses; ( ... ) 

• "clause organization: to make weighty, formal clauses, include many adjectives and adjectival clauses in 

noun groups; double nouns in noun groups (. .. ); include many adverbs and stress words in predicates; use 

long, formal phrases; nominalize verbs and adverbs (. .. ); pronominalize where possible; do not refer directly 

to the interlocutors or the setting 

• "phrase/word clwice: select formal phrases and words; avoid doubtful grammar, popular idioms, slang, 

and contractions" 

These rules "were gathered from the analysis of a number of texts, ranging from politicians' 

speeches and writings to discussions with friends" (ibid, p. 85). 

The architecture of PAULINE is divided in four main modules represented in figure 6. In the topic 

collection module, the system will establish from the initial input those facts that are suitable for 

the impression that the text has to have on the reader/hearer. For instance, if the program is set 

up to befriend the reader, it will try to choose that topics that agree with what the reader thinks. 

In the topic organization module, the system performs topic ordering (i.e., the structuring of the 

text in a coherent way28
) and what Hovy calls 'topic juxtaposition' (i.e., linking two topics with 

multi-predicate phrases like "not only <X>, but <Y>"). In the realisation module, the program 

chooses the sentence type, the types of clauses and words in accordance with the grammar. 

The role of the module called rhetorical goals and strategies is to 'monitor' the other modules and 

help them decide what should be done when more than one option is available at one particular 

decision point and, in doing so, to choose the best option in relation to the rhetorical goals of 

style. This monitoring is called 'restrictive' or 'bottom-up planning' by Hovy, in opposition to a 

more traditional, 'descriptive' or 'top-down planning'. 29 The main idea is that this type of plan-

28 (Hovy, 1988, p. 144) cites that he used "plans that are simplified scriptifications of the topic coherence 

strategies discussed in" (Mann and Thompson, 19876). 

29 Hovy's use of the term 'planning' is a misnomer (a better term, as expressed above, would be monitor

ing). However, his nomenclature will be used here when describing his work. 
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ning will be the one that is used to realise the rhetorical goals of style set by the pragmatics and 

conversational parameters, for instance the rhetorical goal of 'being formal'. These types of goal 

are not achievable in a certain number of steps and then forgot. "If you are formal, you are formal 

throughout the text; if you are friendly, arrogant, or opinionated, you remain so - you cannot 

suddenly be "friendly enough" and then flush that goal." (Hovy, 1988, p. 135) 

input: topics 

1 
topic 
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Figure 6: PAULINE's architecture (Hovy, 1988, p. 139) 

One problem that can be noticed in Hovy's approach is that he does not consider the problem of 

stylistic nuance in his rhetorical goals of style, which can be seen from his choosing discrete values 

for their scales/ dimensions. Also when exemplifying the transformation of a formal text to an 

informal one, Hovy seems to imply that intermediate stages in the transformation are "odd". For 

instance, the two passages below present the point: 

[AFTER PRESENTING A TEXT THAT SUFFERED SOME TRANSFORMATION TO BECOME LESS FORMAL] "Though 

not a formal address any longer, the text is not yet informal; in fact, it seems odd." (ibid, p. 83) 

"The oddness of the intermediate texts makes it dear that the transformation rules operate together, as a unit, to 

manipulate the level of formality. Only then is stylisticat!y coherent text created." (ibid, p. 85) 
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Certainly this type of assumption cannot be considered true given the results obtained by (Biber, 

1988), where he shows that, in fact, this type of linguistic variation (i.e., register/ stylistic variation) 

is best represented by a continuum. 

Even if more values were inserted into the stylistic scales, the other problem that it could cause is 

related to the control mechanism for achieving a specific value. Because Hovy does not have a 

fine-grained way of establishing, say, the value of formality of a text, it would be difficult to see 

how his system would know with a reasonable degree of certainty when a generated text achieved 

any specific value in a stylistic parameter. 

3.2 Green's generator 

Green's generator (Green, 1992; Green and DiMarco, 1993) is an implementation that intro-

duced a stylistic control module to control the PENMAN realiser using an improved version of 

DiMarco's stylistic grammar (described in section 2.2 above). Among the changes, (1) there is the 

introduction of gradability into the concordant and discordant elements of the stylistic grammar, 

which now have the categories strong, moderate, and weak; (2) there are new 'systems' and new 'in-

quiries' introduced into the Nigel grammar of the PENMAN system (Matthiessen and 

Bateman, 1991)3°; and (3) a stylistic monitoring module to control the choices made during gen-

eration. 

The system works by first finding all alternative stylistic realisations in the stylistic grammar for a 

stylistic goal specified by the user. This is done by expanding the stylistic goal until the results 

have only primitive elements. For instance, some of the rules that expand the stylistic goal of con-

30 The Nigel grammar is composed of 'systems' (in the systemic network tradition (Halliday, 1985)), each 

system representing a choice that must be made to determine some aspect of the sentence being gener

ated. 'Inquiry' is a mechanism of the grammar to consult other modules of the system. In this case, most 

of the new inquiries interface with the new stylistic module either updating the status of satisfaction of 

stylistic goals in accordance with what has being generated, or helping choose the best option to satisfy a 

stylistic goal. 
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creteness to the primitive elements can be seen in figure 7, where the right hand side elements 

comprise an alternative if they are in a different line, or a sequence (separated by comma), if they 

are in the same line (i.e., concreteness is either an initial discord, or a medial discord, or a final 

discord or a dissolution; and a dissolution is an initial concord followed by a final discord). 

concreteness ➔ dissolution ➔ 
initial discord 
medial discord 
final discord 
dissolution 

initial concord, final discord 

final discord ➔ 
conjunct5 final 
conjunct6 final 
subjunct4 final 

initial concord ➔ 
conjunct2 initial 
conjunct3 initial 
conjunct4 initial 
subjunct1 initial 
subjunct2 initial 
subjunct3 initial 

Figure 7: Green's rules for concreteness (Green, 1992, p. 78) 

The results of expanding the rules are put into a desirability list with all options for each initial de-

composition, and each element starts with a desirability equal to 1. For instance, the desirability 

list for the concreteness stylistic goal can be seen in figure 8. Supposing that a structure in the 

initial position is about to be realised taking into consideration the data in the figure, there are 

nine 'good' options that would be in accordance with the stylistic goal, i.e., conjunct5 initial, con-

junct6 initial, subjunct4 initial, from the first dashed box, and conjunct2 initial, conjunct3 initial, 

conjunct4 initial, subjunct1 initial, subjunct2 initial, subjunct3 initial from the second box. If sub-

junct2 initial is realised, the other possibilities that were together with it (see the first part of the 

second box in figure 8) will be eliminated as they will not be necessary anymore, and then the de

sirability list will be changed to the one in figure 9. 

( ( 1 

)) 

i (((conjunct5 initial) (conjunct6 initial) (subjunct4 initial)) i 
i ((conjunct5 medial) (conjunct6 medial)_(sublunct4 medial))i 
· ((conJunct5 final) (conJunct6 final) (subJunct final))) 

(((conjunct2 initial) (conj~~a3i~itial) (conj~~~t4 initial) 
(subjunct1 initial) (subjunct2 initial) (subjunct3 initial)) 

((conjunct4 final) (conjunct6 final) (subjunct4 final))) 

Figure 8: Initial desirability list with realisations for concreteness Uust two alternatives) 
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((2 --------------------, 
! ((((conjunct4 final) (conjunct6 final) (subjunct4 final))) 

(1 

)) 

(((conjuncts initial) (conjunct6 initial) (subjunct4 initial)) 
((conjunct5 medial) (conjunct6 medial) (subjunct4 medial))' 
((conjuncts final) (conjunct6 final) (subjunct final))) 

1 

Figure 9: Desirability list after realisation of an initial element 
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The desirability list is then a mechanism that will give a consistent approach to choices. For in-

stance, if the situation after the first rea lisation is such that, for the next realisation, there are two 

possibilities, one being a conjunct4 final and the other a conjunct5 final, then the system will choose 

the conjunct4 final as it will help satisfy the stylistic goal faster. 

The same criticism that was directed to DiMarco's work also can be applied to Green's work in so 

far the latter is based on the former. 

3.3 Maclaren's PANACHE 

Maclaren's system, PANACHE, is a stylistically sensitive sentence planner based on a blackboard 

architecture as shown in figure 10. Its input consists of a text plan in (an underspecified) Sentence 

Planning Language (SPL) (Kasper, 1989) and the required text styles in which the text should be 

generated - the scale used for each style is a three-value discrete scale (-1, 0 and +l). 

The generation tasks performed by the sentence planner are: lexicalisation, aggregation, content 

delimitation, referring expression generation and sentence structuring. These are activated in a 

non-deterministic way when their input requirements are met. Every time one of the above tasks 

is performed, it produces (possibly) several alternative options and outputs them into the black-

board. 
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Figure 10: Maclaren's PANACHE architecture (Maclaren, 2003, p. 49) 
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The stylistic module is activated immediately after one of the sentence planning tasks is run to 

evaluate the stylistic score obtained for each SPL expression using the values obtained in the fac-

tor analysis as weights (this will be detailed shortly) and to order the solutions in relation to the 

required style. Then control goes to the administrator which prunes them to the best three solu-

tions. The looping continues until the expressions become fully specified SPLs and the best 

expression is sent to the output handler. 

Maclaren's stylistic analysis is based on two methods: an intuitive analysis and a statistical factor 

analysis. Her intuitive analysis is based on the work of Crystal and Davy (Crystal and Davy, 1969). 

In total she used 15 tentatively pre-categorised texts and assigned the labels as shown in table 4 
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(texts 1-5 were pre-categorised as forma l; 6-9, forceful; and 10-15, ornate).31 Verifying that the la

bels reasonably matched the pre-categorisation, she assumed that the three labels/styles (formal, 

forceful, and ornate) would be used to label the factors of the factor analysis:32 

"[Table 4) shows that whilst not being the only style present in each text and there is some crossover, the texts do 

match the category assigned to them before [the intuitive] analysis. Therefore the factor analyses ( .. . ) will present 

factors for the formal, forceful and ornate text styles." (Maclaren, 2003, p. 35) 

Text Styles 

1 Mildly formal , slightly forceful, concrete, explicitly partial (against), mildly sarcastic 

2 formal , concrete, contains opinions, sliqhtly ornate, complex 

3 openminded , formal, impartial, complex, sliqhtly ornate 

4 formal, ornate, complex, colourful 

5 formal, details and interpretations, simple, concrete, implicit (for) 

6 concrete, forceful , informal, simple, disparaging 

7 mildly sarcastic, sympathetic, forceful , simple 

8 slightly cynical, forceful, detailed , slightly ornate 

9 forceful , explicitly partial , critical, openminded , sliqhtly arroqant 

10 ornate, critical, implicit (against), aweless 

11 ornate, critical anecdotal, sliqhtly formal, implicit (aqainst), implicit (for) 

12 ornate 

13 ornate, respectful, implicit (for) 

14 ornate, critical, explicit (aqainst) 

15 ornate, mildly critical , simple, slightly formal 

Table 4: Maclaren's intuitive analysis assignment of stylistic labels (Maclaren, 2003, fig
ure 3.14, p. 34 - emphasis added) 

The linguistic features used in the factor analysis were split into three main groups: (1) rhetorical 

structure relations (using Rhetorical Structure Theory (Mann and Thompson, 1988)), (2) verbs, 

and (3) referring express ions. Verbs were split further into active voice, passive voice, and auxiliary 

verbs. Referring expressions were split into a group with only pronouns, and another group con-

raining pronouns, full names and short descriptions. In total there were 6 groups. 

31 W e are not going to enter into details here of what these labels mean. Most of them, Maclaren says, "are 

identical to those used by Hovy (1990)" and "the other labels are taken from literary reviews of texts and 

words commonly used to describe the contents of a text" (Maclaren, 2003, p. 35). 

32 The impression is that she assumed that there would be three factors before doing the factor analysis. We 

will get back to this point later when we criticise her work. 
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For each of the 6 final grouping of linguistic features a factor analysis was performed and three 

factors were extracted33 
- she equated the factors with the styles obtained in the intuitive analysis . 

For instance, the factors obtained from the RST linguistic features are shown in table 5. The ob-

jective was to obtain the weight of each linguistic feature in each factor/style and to introduce 

them into the sentence planner, to which we turn now. 

Style Style 

RST relation Formal Force Ornate RST relation Formal Force Ornate 

antithesis 0.080 0.830 - 0.0157 Justify - 0.500 0.573 - 0.414 

background 0.162 0.146 -0.157 motivation 0.523 0.134 0.0724 

circumstance - 0 .320 - 0.163 -0.330 non-volitional cause 0.872 0.0365 - 0.039 

concession 0.192 - 0.075 0.0426 non-volitional result 0.069 0 .1 98 -0.455 

condition - 0.097 - 0.140 - 0.0745 otherwise 0.775 0.341 0.169 

contrast - 0.308 -0.0797 0.295 Purpose -0.113 0.267 0.134 

elaboration - 0.179 -0.229 0.179 restatement 0.061 - 0.129 -0.274 

enablement 0.000 0.000 0.000 sequence - 0.225 - 0 .849 -0.006 

evaluation - 0.252 - 0 .647 0.130 Solution -5E-5 2E--4 0.171 

evidence 0.021 0.0466 - 0.233 Summary - 0.582 0.211 -0.227 

interpretation 0.137 -0.0672 0.835 volitional cause 0.055 0.0584 0.131 

joint 0.000 0.000 0.000 volitional result 0.790 0.226 0.0813 

Table 5: Factors extracted for the RST relations (Maclaren, 2003, figure 3.16, p. 36) 

The assignment of a stylistic value to the SPLs is done by checking each SPL for features that are 

related to those used in the factor analyses. Considering just the formality scale, if the text is sup-

pose to be formal, the value obtained in the factor analysis is multiplied by + 1. If informal, it is 

multiplied by -1. For a neutral style, it is zeroed. Then all those results are summed to give the 

overall result in the formality scale. For a global measure of what was achieved, the results in all 

scales are summed and an average is obtained. 

For instance, in a SPL containing a RST-contrast relation, in a text supposed to be formal and 

ornate, the values are obtained by multiplying the factor analysis values found in the table 5 above 

by + 1 for both the formal and ornate style. The respective values for the formal and ornate scales 

are -0.308 and 0.295, and the average is then -0.0065. Maclaren analyses these results as follows: 

33 The exception is the last group of referring expressions which contains only 3 types of variables (pro-



Chapter 2: Literature review 37 

"This [---0.308] is a poor score for a formal sentence and a mild score for an ornate sentence [0.295], therefore, 

on the basis of an analysis relying solely on RST relations this sentence could therefore be regarded as rather in

formal but ornate. Combining the scores at this stage gives a result of ---0.0065, showing that the choice of a 

[contrast] RST relation produces a fairly neutral sentence for a sentence that is required to be both formal and 

ornate." (Maclaren, 2003, p. 79) 

As a critique of Maclaren's work, the first point to mention is that her factor analysis appears to 

have some problems. A factor analysis was redone on her rhetorical relations data (shown here as 

table 5 above) and none of the matrix solutions we obtained had similar values to hers (see ap-

pendix A). 

The other problem is that it appears that she fixed the result to be three factors so that it coin-

cided with the three styles she obtained in the intuitive analysis. However, usually the number of 

factors to be extracted is determined by looking at the scree plot (the one for her data is shown in 

appendix A)34
• This is a plot of the amount of the variance that each factor extracted and it is pos-

sible to determine the point from where the variance extracted is not contributing much for the 

analysis. When we analysed her RST data we found out that instead of 3, a statistically better so

lution would be the extraction of 5 factors. It would be possible, after extraction, to exclude 

factors that the researcher does not want to analyse further, but there was no such explanation in 

her text. 

Another problem with Maclaren's factor analysis is that the purpose of a factor analysis is to 

group a certain number of variables (in this case, linguistic features) together based on their corre-

lation and, therefore, be able to talk about the group, instead of having to refer to all the 

variables. When she separated the linguistic features into groups (i.e., rhetorical, verbal, and refer-

nouns, full names, and short descriptions), and then 2 factors were extracted. 

34 The use of the scree plot was already discussed on page 22 when detailing the process of doing a factor 

analysis. 
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ence groups), the possibility of linguistic features from different groups coming together was sim-

ply lost. 

She also used a very small corpus to do the factor analysis (only 15 texts) - usually the minimum 

number is 5 texts for each linguistic feature used in the analysis35
. It seems that she understood 

this differently as she says that "factor analysis requires an absolute minimum of five texts to vali-

date the results" (Maclaren, 2003, p. 32). 

Even giving Maclaren the benefit of the doubt that her factor analysis results were correct, there 

remains the problem of using the factor results as weights directly in the generator. The reason is 

that the factor analysis is done at the textual level, i.e., counting the number of linguistic features 

for each text and, if done correctly, normalising these counts by a certain number of words, so 

that differences between long and short texts can be accounted for. When directly applying the 

weights to SPL features, there is no way to know a priori how many number of words the text will 

have, so no normalisation is done. Of course, it seems intuitive that, with respect to a certain lin-

guistic feature, the style of a text is different when the feature appears twice every twenty words 

than when it appears twice every hundred words. But in her system, the style obtained would be 

considered the same. 

Finally, here as in Hovy's and DiMarco's work, there is the use of discrete scales for the styles and 

the problems that it brings for controlling the generator to produce a specific value. 

35 "Regarding the sample size question, the researcher generally would not factor analyze a sample of fewer 

than 50 observations, and preferably the sample size should be 100 or larger. As a general rule, the 

minimum is to have at least five times as many observations as there are variables to be analyzed, and 

the more acceptable range would be a ten-to-one ratio." (Hair et al., 1995, p. 373) 
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4 Conclusion 

This chapter introduced the basic concepts of stylistic analysis and two types of analysis were pre

sented. One of them (factor analysis) was shown to be more flexible, in the sense that the 

technique used can be applied to different corpora. The results will possibly be only relevant to 

the corpus used, but this can be considered an advantage in the context of an NLG system, as the 

generator will not have to contend with non-relevant linguistic features, which could make an 

already difficult task (i.e., precise control of the output) even harder by the introduction of noise 

into the process. 

Some stylistically sensitive NLG systems were introduced and their main problems were pre

sented. These are related to: 

• The informality of their stylistic analysis (PAULINE), or the difficulty to use the stylistic analysis 

in other domains (DiMarco's grammar). 

• The problem of scaling up the stylistic approach so that pieces of text, and not only a sen

tence, could be analysed (DiMarco's grammar) and generated (Green and DiMarco's 

generator). 

• The type of scale used for the stylistic parameters, which make it difficult to know whether a 

target point was reached (PAULINE, and PANACHE). 

• The way the decisions that are related to a stylistic parameters are identified. For instance, for 

PAULINE this was apparently done by Hovy himself going through all modules of the system 

and matching the possible decisions to desirable outcome. Maclaren's approach appeared to 

be a more general solution in this aspect, but, as was seen, her direct use of the weights from 

the factor analysis into the process seems to bring its own problems. 

The next chapter (chapter 3) will introduce the corpus used in this research and the results ob

tained from factor analysing it. 



Chapter 3 

Linguistic variation 

in pharmaceutical leaflets 

1 Introduction 

The aim of this chapter36 is to characterise linguistic variation in a corpus of patient pharmaceuti-

cal leaflets (ABPI, 1996) for application to natural language generation (NLG). The leaflets' main 

purpose is to instruct patients on how to use the medicine, to present its composition, to provide 

possible reasons for why they are taking it, and to alert them to possible side-effects and to actions 

they should follow if any side-effect occurs. From the point of view of style, this corpus is very in

teresting due to the fact that each text follows basically the same structure (i.e., they contain the 

same heading sections) and the content of each section across the texts in the corpus is very simi-

lar. 

Nonetheless, even a brief analysis of the corpus will reveal that there are differences in the way the 

leaflets are written. This can be illustrated by the examples taken from corresponding sections 

about how a patient should take her medicine (figure 11 and 12). The first pair of texts is from 

the medicines Livial and Normegon, which are produced by Organon. Livia! is a tablet for the 

relief of menopausal symptoms, i.e., hormone replacement therapy (HRT) tablets, whereas Nor

megon is an injection for the treatment of infertility (for both men and women). The second pair 

is from medicines Efcortelan and Ceporex, produced by Glaxo. Triludan is a topical corticoster-

36 The main results of this chapter was published as an ACL student paper in (Paiva, 2000). 

40 
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oid cream for trea ting inflammatory skin disorders, and Ceporex is an antibacterial syrup used for 

treating infections. 

How do I take Livial? 

It is important to take this medicine only as directed by your doctor or pharmacist. 

The recommended dose is one tablet every day. 

Take your tablet at the same time each day. 

Take a tablet marked with the corresponding day of the week. For example, if it is Wednesday, 

take the tablet marked Wednesday on the upper row of the pack. Follow the direction of the arrows 
and continue taking one tablet each day until the pack is empty. 

You may start to feel better after a few weeks, but Livia! may take up to 3 months to work fully. 

How to take the tablets. 

Swallow the tablets with some water or other drink. Do not chew the tablets. 

( TEXT TRUNCATED HERE) 

Using this medicine properly 

Normegon should only be given by a doctor or nurse 

How much: the dose is chosen by the doctor. 

In female patients injections are given daily or sometimes every second day for about 10 days. In 

male patients injections are given several times a week for at least 10 - 12 weeks. 

How to administer: the powder in one ampoule should first be dissolved in the fluid in the other 

ampoule. The injections should be given in muscle tissue (for instance in the buttock, upper leg or 

upper arm). 

( TEXT STOPS HERE) 

Figure 11 : Section of medicines Livial and Normegon from Organon 

We think that these pairs of texts present some differences in the style employed. For example, 

the first instance in figure 11 uses more second person pronouns and imperative sentences 

whereas, in the second instance, the use of passive sentences and prepositions is more prominent. 

In figure 12, it is possible to say that the second instance uses more 'it' pronouns and is in a more 

verbal style than the first instance. However, what is difficult to say is that this kind of inspection 

can give a consistent account of the variation occurring along the texts in the corpus. We agree 

with (Brown and Fraser, 1979, p. 38) that "it is often difficult, or indeed misleading, to concen-

trate on specific, isolated markers without taking into account systematic variations which involve 

the co-occurrence of sets of markers" and, for this reason, we are following a methodology that 

can group the linguistic features which occur together (Biber, 1988). 
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How to use your cream 

If your doctor has told you in detail how much to use and how often then keep to this advice. 

If you are not sure then follow the advice on the back of this leaflet. 

Unless told by your doctor: 

- You should not use more than this . 

- You should not use on large areas of the body for a long time (such as nearly every day for many 

weeks or months). Although Efcortelan Cream is generally regarded as safe even when used like 

this for many months it may be possible to produce side effects if overused . Such overuse may 

thin the skin so that it damages easily and some of the active ingredient may pass through the skin 

and affect other parts of the body, especially in infants and children . 

( TEXT TRUNCATED HERE) 

* Look at the label 

It should say who should take it, how many 5 ml spoonfuls and when. It should also give a date 

after which the medicine must not be used. If it does not or you are not sure, ask your doctor or 

pharmacist. (If prescribed for a child , make sure the medicine is taken as the label says). 

* How to take your medicine 

Use the 5 ml spoon that the pharmacist has given you to measure the amount of medicine to take. 

It is best to take the syrup as it is. If you want you can add a little water to each dose just before 

you take it. Do not add water or other drinks to the bottle, that may stop it working properly. 

( TEXT TRUNCATED HERE) 

Figure 12: Section of medicines Efcortelan and Ceporex from Glaxo 

42 

This chap ter focuses on the issue of character is ing linguistic variation by the grouping of system-

atically co-occurring linguistic features in the texts of the corpus in study. This is done by 

performing a factor analys is in this corpus. The general methodology and the details of the factor 

an alys is technique have already been presented in chapter 2. Section 2 re-introduces the main 

steps of the methodology and section 3 presents the specific aspects of our research , in particular 

the details of the corpus that was used, and the results obtained fro m the analysis . Section 4 corn-

pares our results with other stud ies , and section 5 gives a conclusion to the ch apter. 

2 Methodology 

The methodology used fo llows the approach described by (Biber, 1988) who obtained dimensions 

of linguistic variation based on the grouping of linguistic features in accordance with their corre-

lation . 
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The approach can be summarised by the following sequence of steps (as seen in chapter 2): 

1. a large number of linguistic features is counted for each text; 

2. the counts are normalised to a text length of 1,000 words (in order to make comparisons 

between texts possible) and also standardised to a mean of 0 and standard deviation of 1 (in 

order to make comparisons between features possible); 

3. a matrix containing correlations among all linguistic features is calculated and a statistical 

technique knowing as factor analysis is performed on it aiming to group the features into a 

small number of sets (each set being a factor, also called a dimension); 

4. the obtained factors are interpreted based on previous knowledge of the linguistic variables 

to see if their co-occurrence makes conceptual sense; 

5. scores on the factors are produced for each text so that comparison between texts are possi

ble. 

The next section will present the results of factor analysing a corpus of patient information leaf

lets. 

3 Our corpus and results 

3. 1 The corpus, tagging procedure and search algorithms 

This work makes use of a corpus of 342 different and complete texts obtained from a compen

dium of patient pharmaceutical leaflets (ABPI, 1996). The leaflets' main purpose is to instruct a 

patient on how to use the medicine, present its composition, provide possible reasons for why she 

is taking it, and alert her to possible side-effects and to actions she should follow if any side-effect 

occurs. 
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The counting process was done in two stages. First, Brill's part-of-speech tagger (Brill, 1994) was 

used to tag the texts, and the words which were consistently mistagged were manually corrected. 37 

Second, programs written in AWK (Aho et al., 1987) to count the specific patterns were written -

programs to count all 6 7 linguistic features (Biber, 1988) used in his analysis were produced. The 

features whose counts were not reliable (and which we could not find any way to improve) were 

excluded from the analysis (for instance, past tense and pro-verb do were excluded for this reason). 

Other variables were excluded for reasons related to the factor analysis technique (viz. low MSA or 

communality values - see discussion on pages 22 and 22). 

Although the features used by Biber comprise a reasonable size list (see table 1, on page 20), the 

following extra features were added for experimentation (the first four features) and also for corn-

parison with other results (the last two): 

• sentence length, measured in words by the total number of words of a text divided by the num

ber of lines - for this measurement, line-breaks were inserted after full stops, question and 

exclamation marks, and all the original line-breaks were kept as they were (in this sense, the 

notion of sentence used here can be considered as an approximated one); 

• paragraph length, measured in two different ways: (1) in words, by the total number of words 

divided by the total number of paragraphs (measured by number of the original line-breaks); 

(2) in sentences, by the total number of sentences (see comments above) divided by the total 

number of paragraphs; 

• commas, measured in relation to 1,000 words; 

• verbs in the imperative mood (since the corpus comprises instructional texts and imperatives 

are widely used in this kind of text, it is interesting to know with which other linguistic fea

tures they are grouped); 

37 We collected a list of more than 150 words, most of them nouns that were marked as a type of verb; 

examples include a few everyday words like 'pregnant' and 'either', but mainly they were technical terms 

like 'fluoxetine' and 'hydroxypropil'. 
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■ a list of core verbs taken from (Sigley, 1997): 'begin', 'come', 'feel', 'find', 'get', 'give', 'go', 

'keep', 'know', 'let', 'look', 'make', 'put', 'see', 'start', 'take', 'think', 'use', 'want', and their in

flectional variants (e.g., for 'begin', they are 'began', 'beginning', 'begins', 'begun'); 

■ a list of generic nouns taken from (Sigley, 1997): 'anyone', 'anything', 'bit', 'everything', 'group', 

'kind', 'lot', 'ones', 'others', 'people', 'place(s)', 'somebody', 'someone', 'something', 'some

where', 'sort', 'thing(s)', 'time(s)', 'way(s)'. 

These last two sets of features - in conjunction with 'type/token ratio' already included from 

Biber's analysis - can give some indirect notion of lexical variation in the corpus studied, depend-

ing on their appearance in the final results of the factor analysis.38 

3.2 Preliminaries of the factor analysis procedure 

The analysis was started by checking the suitability of the correlation matrix for factor analysis (by 

inspecting the MSAs)39
• In this work, 22 of the initial variables were eliminated by the criterion of 

low MSA - a cut-off point of 0.60 was used (the complete list is presented in table 23 in section 1 

of appendix B). 

After eliminating the variables with low MSAs, the process was iterated through the extraction 

phase eliminating the variables with low communality. To start with, 21 features were excluded 

for having communalities lower than 0.15 40
. A further 5 features, with values between 0.15 and 

38 The issue of controlling lexical choice in the generation process is not given any special status in the 

framework proposed in this thesis. As will be seen in chapter 4, the choice of specific words is done at 

the same time that a syntactic tree is chosen and, when controlling the generator to produce a specific 

style of text (which will be seen in chapter 6), several factors will be taken into account at the same time 

(i.e., several stylistic characteristics can be competing among themselves at a certain choice point). 

39 The SAS statistical package (SAS, 1989) was used for this analysis. 

40 The features with communality lower than 0.15 are stranded prepositions, past participial clauses, past parti

cipial WHIZ deletion, WH relativizers in subject function, sentence relatives, adverbial subordinator concession, other 

adverbial subordinators, demonstratives, semi-colons, synonyms, acronyms, BY passives, existential THERE, THAT 

verb complements, present participial clauses, present participial WHIZ deletion, WH pied-piping relatives, emphatics, 

public verbs, adverbs, and non-phrasal coordination. 
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0.20 were excluded at a later stage, and 3 more features, with values between 0.20 and 0.30, were 

left out from the final analysis41
• 

Variance extracted by each factor 

2 3 4 5 6 7 8 

factors 

Figure 13: Scree plot for our solution 

The final number of factors was decided by inspecting the plot of the variance (scree plot) ex-

tracted from the correlation matrix after the exclusion of the variables mentioned above. The 

decision to extract three factors was based on figure 13 (after the third factor, the amount of vari-

ance extracted is low and does not improve the analys is), and on the interpretation of the rotated 

factors. Both types of rotation - orthogonal (i.e., resulting in independent factors) and oblique 

(i.e., giving dependent factors) - were experimented with and their results were similar. In the 

fo llowing section, the discussion is centred on the orthogonal solution - an oblique solution is 

presented in appendix B. 

3.3 Results of the factor analysis and interpretation 

The interpretation process starts by looking at the orthogonal rotated factor matrix presented in 

table 6 (the amount of variance accounted by each factor is given in table 7). In this table, only 

values above .30 are presented as significant (Gorsuch, 1974, p. 186). The value in each cell (i.e., 

41 The features with communalities between 0.15 and 0.20 are necessity modals, type/ token ratio, conjuncts, 

contractions, and J',1 person pronouns. The last three features excluded - with communalities between 0.20 

and 0.30 - are synthetic negation, questions, and phrasal coordination. 
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the loading) presents the correlation of the linguistic feature with the factor. So in the first row, 

the feature 1" and 2nd person pronouns (1 "&2 ndPro) have a correlation of. 73 with factor 1 and of .39 

with factor 2. In each column, the positive and negative signs only distinguish the variables which 

co-occur together. For instance, in factor 1 (positive side) those variables are: 1"&2 ndPro, core verbs, 

condi tionals and imperatives. The last column of the table presents the value of the communality 

obtained for each variable. For instance, 1"&2 ndPros has a communality of .68, meaning that the 

factors account for 68 percent of the variance of this variable. 

Orthogonal Rotated (Varimax) Factor Matrix 

Linguistic features Factor 1 Factor 2 Factor 3 Communality 

1 st and 2nd person pronouns 73 39 0.685683 

Core verbs 65 48 0.689395 

Conditionals 59 0.417303 

Imperatives 40 41 0.407323 

Nominalizations -57 0.366402 

Agentless passives -65 0.477942 

Prepositions -71 0.511959 

IT pronouns 59 0.350322 

Private verbs 55 0.396263 

Infinitives 50 0.308916 

Generic nouns 46 0.326673 

Attributive adjectives -32 -46 0.333097 

Word length -31 -55 0.408479 

Nouns -75 0.591110 

Sentence length 96 0.968537 

Paragraph length 82 0.738226 
(measured in words) 

Commas -36 72 0.671740 

NOTE: Printed values for the factor loadings were multiplied by 100 and Total: 
rounded to the nearest integer. Values less than 30 have been printed as'.' . 8.649369 

Table 6: Orthogonal factor solution 

Variance explained by each factor 

Factor 1 I Factor 2 I Factor 3 

3.251500 I 2.974911 I 2.422958 

Table 7: Variance explained by each factor after orthogonal rotation 
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3.3. 1 Interpreting the factors 

Starting with factor 1, the positive loadings42 mark involvement with the reader (1"&2 ndpros43
), and 

an explicit connection between possibility and action (conditionals and imperatives), characterising a 

direct way of giving instructions which focus on the interaction with the reader ("involved dis-

course" is the term used by (Chafe, 1982) for this kind of interactive texts). On the other side 

(negative loadings), there is a tendency towards abstraction (agentless passives and nominalizations44
) 

and integration of information and qualification (by the use of nominalizations together with prepo-

sitions and attributive adjectives). This factor can be labelled as 'involvement versus abstraction'. As 

an example, look at the texts presented in figure 11: Livial is a representative of the involved pole 

(scoring +0.49 on factor 1), whereas Normegon is a representative of the abstracted pole (scoring -

1.89 on factor 1) - the range of scores on factor 1 goes from - 2.85 to +2.24 for the texts from the 

section on 'how a patient should take his medicine'. 

On factor 2, the negative loadings mark a more specific, qualified type of reference (nouns, longer 

words, and attributive adjectives - possibly forming lists of referents by using commas) defining a 

more nominal style whereas, on the positive side, the loadings mark a less explicit reference (IT 

pronouns and, to a lesser extent, 1"&2ndpros), less specific reference (generic nouns) and, in addition, 

42 'Loading' is the technical term for the weights obtained for each variable in a factor analysis - another 

synonym expression is 'factor coefficients' (Gorsuch, 1983, p. 16). 

43 1st person pronouns (PROl), in our corpus, are used with the same discourse function of 2nd person pronouns 

(PR02) - they are written, always in questions, as if the reader himself were producing the sentence (e.g., 

"Should I be receiving this medicine?", "What do my tablets contain?"). Because PRO ls are found in only 

a small number of leaflets, their correlations with other features are low and, isolated, they would not be 

taken into account by the factor solution. If kept separated, those leaflets using PROl would receive 

lower scores than those similar using PR0 2. For this reason, we decided to collapse their counts into one 

variable. 

44 Agentless passives create a sense of impersonality since there is no specified agent for the action. Nominali-

zations, in addition, can push this notion further by leaving out other parts of a proposition. Compare 

examples 1 to 4 extracted from (Quirk et al., 1985, p. 1289): (1) the reviewers criticised his play in a hostile 

manner; (2) the reviewers' criticism of his play; (3) the reviewers' criticism; and (4) the criticism. 
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a more verbal style (imperatives, core and private verbs, and infinitives). This factor can be labelled as 

'nominal style, and explicit referencing versus verbal style, and pronominalised referencing'. As an 

example, look at the texts in figure 12: Efcortelan can be considered unmarked text with respect 

to factor 2 (scoring -0.02), whereas Ceporex is at one extreme of the scale (scoring +2.15) - the 

range on factor 2 goes from -2.42 to +2.15 for the texts from the same section mentioned for fac-

tor 1. 

It is interesting to notice that some variables appear both on factors 1 and 2, showing that these 

factors are (marginally) related to each other. This brings the possibility of a two-level analysis for 

those factors. At a lower level, only the variables with the highest values on each factor are ana-

lysed, as was done above. At a higher level, an analysis of both factors forming a more general 

factor could be tried - cf. the idea of higher order factors (Cattell, 1978, chapter 9), and (Gor-

such, 1974, chapter 11). However, this idea was not explored further. 

Factor 3 seems too specific and its interpretation is tentative - basically it is representing the as-

pect of sentence length. For instance, paragraph length, when measured in numbers of sentences, 

does not have a significant loading (this variable is not in the table 6). It is only when measured in 

number of words (the one presented in the table), that its communality is significant. The pres-

ence of commas in this factor shows that it is perhaps the most salient form of sentence expansion 

used in the texts of the corpus - no other linguistic feature had a significant loading in the analy-

sis (e.g., relative clauses, sentence coordination, or other forms of subordination45
). 

Before moving on to a comparison with other studies, it would be interesting to mention where 

some of the variables excluded from the analysis (most of them because of low communality) 

loaded previously to their exclusion. Present tense46, yd person pronouns, and questions loaded to-

45 These are possible constructions that would be used to create longer sentences. 

46 Present tense was excluded because Biber's algorithm for its recognition was not precise enough and, al

though we tried to improve it, it was still counting some instances of bare infinitives. Nonetheless, if it 
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gether with the variables on the positive side of factor 1, whereas synthetic negation loaded with the 

variables on the negative side. Adverbs and contractions loaded together with the variables on nega-

tive side of factor 2, whereas phrasal coordination and high type/ token ratio loaded with those on the 

negative side. Finally, conjuncts loaded on factor 3. 

4 Comparing analyses 

This comparison is mainly based on the results presented in tables 2 and 6 (pages 25 and 4 7 re-

spectively). The first point to notice is that only a small number of linguistic features are 

prominent in our analysis and we believe this reduction is a result of the type of corpus that was 

employed - not all features that were measured have a consistent pattern of variation which trans-

!ates into consistent correlations with other features. 

An examination of both tables (2 and 6) will show that with the exception of three features (condi-

tionals, infinitives, and nominalizations) all features of our first two factors occur on Biber's factor 1. 

Conditionals and infinitives loaded on Biber's factor 4 "overt expression of argumentation", and 

nominalizations loaded on Biber's factor 3 (negative side) "elaborated reference". The interesting 

point is that our analysis obtained a finer distinction than that of Biber's factor 1, in the sense 

that those features are here split into two factors. With the exclusion of a lot of features which 

were not playing a reliable role in our analysis, the dimensions are even clearer: our factor 1 op-

poses abstraction (negative side) to involvement/directness (positive side), and our factor 2 

opposes full reference (negative side) to pronominalised reference (positive side), besides opposing 

nominal to verbal style. In comparison, just the positive side of Biber's first factor is characterised 

by him as "verbal, interactional, affective, fragmented, reduced in form, and generalized in con-

tent" (Biber, 1988, p. 105). 

were included in the analysis, its loading on factor 1 (positive side) would be even higher than 1"/2'"1 

person pronouns. Its communality would also be high (0.72). 
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Another study applying a similar methodology to Biber's (Biber, 1988) was conducted by (Sigley, 

1997) using 3 corpora of New Zealand English with sampling characteristics similar to Biber's 

study - i.e., texts from several genres were used, including written and spoken texts - but using a 

restricted set of linguistic features. Another difference was that Sigley used principal components 

analysis (instead of factor analysis). He obtained three principal components (PC)47 but inter

preted just the first two: PC 1 was considered as "a combination of [factors) 1 and 3 from Biber's 

analysis (Biber, 1988), and PC 2 similar to [factor) 5" (Sigley, 1997, p. 218). He characterised his 

first component as measuring a notion of formality. An interesting aspect of Sigley's study is that 

he did an analysis comparing the scores of the text (given by his principal component analysis) 

with how people would put them in a "formality" scale. The result, although he acknowledges 

that it "suffers from several shortcomings", is a high correlation (93%, p < 0.001), indicating that 

his components could work as a proxy for a formality index. 

In comparing our result to Sigley's, we can reach the same conclusion presented above: our analy

sis obtained a more specialised division of functionality when looking at the factors separately. 

However, if we consider that some variables have loadings in both factors, implying that there is a 

relationship between our first two factors and they could be analysed in a higher level, this higher

level interpretation (combining the first two factors) is akin to Sigley's PC 1 interpretation. 

5 Conclusions and discussion 

An analysis of linguistic variation was presented which uses a factor analytic technique to group 

the variables responsible for the bulk of the variation found in a corpus of pharmaceutical patient 

leaflets. Two main factors were found and analysed in more detail; they also were compared with 

those from two other analyses (Biber's and Sigley's analyses). 

47 'Component' is the correspondent in principal components analysis to 'factor' in factor analysis. 
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This analysis is one of a few known to the author to use Biber's methodology in a restricted cor

pus which started with counts for all linguistic features used by (Biber, 1988).48 In this respect, the 

division of (mainly) one of Biber's factors into two in our analysis may be a sign that other types 

of specialisation could be found if other genres were factor analysed separately - a better mapping 

of factors/linguistic features could then be obtained, possibly with the creation of a hierarchy of 

factors (as those found in the psychology field (Cattell, 1978)). Perhaps this is a way forward since 

more general factors are unlikely to appear49
• Furthermore, it also shows that if we tried to use 

Biber's results to score our texts, we could end up with a blurred classification since a lot of noise 

would be introduced by the use of linguistic features which are not important to our specific cor-

pus. 

The direct use of the results of the factor analysis in a natural language generation system can only 

be conceived in the context of a 'generate and test' approach, where several texts would be gener-

ated (possibly in a random mode50
) and scores on each factor would be calculated for each text -

i.e., the scoring system which is the outcome of the factor analysis would detect the style of each 

text produced by the generator. In this way, the user of the system could specify an approximated 

pair of points in the scales of the factors for a text to be acceptable and the one with the scores 

closest to this pair of points would be output to the user. However, this is not a good approach 

48 Another is Han's study (Han, 1999) which used a corpus of 180 advertising text from Australian 

Women's Weekly. This work utilised frequency counts of 4 7 linguistic features and obtained 3 factors, la

belled: (1) narrative style versus informational precision; (2) elaborated style versus informational focus; 

and (3) involved versus expanded style. 

49 And even some of Biber's factors may not be as general as he claims. For instance, David Lee (personal 

communication) could not replicate all of them using a corpus of contemporary English with more than 

650 texts including several written and spoken genres. See Lee (1999). 

50 Systematic enumeration is another possibility. 
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because too many possibilities would have to be generated for this filtering strategy to work sue-

cessfully. 51 

The direction that will be taken in this thesis is to try to obtain a picture of what is happening 

inside the generator in relation to the values of the scores the output texts get. This issue will be 

explored further in chapter 5, but first the generator architecture will be introduced in chapter 4. 

51 This topic will be explored as further work, but an initial experiment will be shown in section 2 of chap

ter 7. 



Chapter 4 

The generator architecture 

l Introduction 

In this chapter we will present the architecture of a simple generator whose main role in this the

sis is to support our investigation on how to use the factors/stylistic dimensions obtained in 

chapter 3 to control the generation process. The ultimate goal is to be able to control the genera

tor to produce texts in the style specified by the user. The main idea of the thesis is that, instead 

of generating lots of texts and filtering them at the end of the process by using their scores in the 

factors/stylistic dimensions (which would be a type of generate and test), we will try to find corre-

lations between generated texts and generator decisions and, from these correlations, work out a 

way of controlling the generator. 

For this idea to work, there are some desiderata that the generator needs to fulfil: 

1. It needs to generate texts in different styles as measured by the factor analysis; 

2. It must be open to inspection of what is happening inside (i.e., not being a black-box). This is 

so that we can try to correlate generator decisions to scores in the factors, from which we will 

try to obtain a control mechanism - this issue will be pursued further in the next two chap

ters. 

3. It must provide confidence that it is scalable. For this point, it is important to show that 

there is no intrinsic characteristic that would hinder the project scaling up, although the 

work done in this thesis can only be considered as a proof of concept. 

In this chapter we will present the architecture of the generator we developed in this thesis. We 

start by presenting the generator modules and the control and data flow in the system. We pro

ceed by introducing the information comprising the input to the whole process. This is followed 

54 



Chapter 4: The generator architecture 55 

by a description of the resources used. Finally we present examples of output produced by the 

generator and discuss the areas of the generator that could be improved. 

2 The Architecture 

The components that comprise the system are presented in figure 14. Here the rectangles repre-

sent the modules, ovals represent the resources, the solid line arrows represent data flow, the 

dashed arrows represent the control flow, and the document-shape figure represents the history of 

what has been generated so far. For expository purpose, the presentation of this section will be 

divided into three parts related to the usual three phases of generation (Reiter, 1994): section 2.1 

will deal with content determination; section 2.2 will present the modules for sentence planning; 

and section 2.3 will deal with the realisation phase. 

medicine 
database 

l 
input 

constructor 

ordered set of 
~\I'-' -'---in-'-p~ut networks 

split < 

/ ~"'"'°':eoleo~-,;,e "'"'°''' 

e <··· ·· ································· ·· 

~ subnetwork chosen 

prev~~~V_' ---~ 

sentence -

mapping 
rules 

referring expression net 

~ pruned network 

~~ ..... 

sentence 

Figure 14: Generator architecture 
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2. 1 Content determination 

The first module, input constructor, is responsible for creating the overall structure of the text by 

instantiating schemas with information from the medicine database. A schema is a way of struc-

turing text using possibly recursive, usually smaller, structures (e.g., other schemas or messages52
). 

The function of the basic schemas used in this thesis is to check if certain pieces of information 

are available in the database and, if so, to instantiate them as pieces of the semantic network the 

schema is creating. This instantiation is done by using the ontology to construct the proper type 

structure for each object and by ass igning an identifier to each new entity that is created. 

Afrer the schemas are run, the output is an ordered set of semantic networks which is passed to 

the sentence planning stage as a list . Each network is treated as material for a paragraph of text so 

the sentence planning will process each element of the list one at a time, as this allows the intro-

duction of a paragraph mark after each network is fully processed, i.e., until its representation is 

transformed into text. In the texts generated by our program, a paragraph will usually be consti-

tuted by either one, two or more sentences in accordance with the way its network is broken 

down into subnetworks that can be realised as sentences. This is done by the first module of the 

sentence planning stage which will be seen next. 

2.2 Sentence planning 

2.2. 1 Split network 

The second module in the system is the split network module. Its main function is to determine how 

the paragraph-size networks from the input constructor will be broken into subnetworks that will 

52 Schemas can be thought of as a type of text grammar (Reiter and Dale, 2000, p. 111), where the non

terminals are schemas themselves and the terminals are messages. In this context, a message is a repre

sentation that allows the expression of a property of an entity or a relation between entities using the 

semantic representation avai lable in the system. For instance, we cou ld specify that a 'dose' message as

sociates a 'dose' entity to its 'value'. 
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be realised as sentences. There are two types of networks in the input we deal with: those that 

contain and those that do not contain rhetorical relations (called respectively rhetorical and proposi

tional networks) .53 This module splits the networks of the latter type into networks centred on the 

objects of type [proposition]54 
- rhetorical networks are split by the realiser module by applying rhe-

torical grammatical constructions55
• 

For propositional networks, the splitting works in the following way. For each proposition that 

cannot be reached from another (i.e., does not have an arrow pointing towards it), we find all ob-

jects that can be reached transitively from it and put these into a list, creating lists of 

propositional-centred networks (propnets). For instance, for the network present in figure 21 

(page 68), these propnets are obtained by the transitive closure starting from the propositions 

(1 :take] and [9:state] - proposition [15:state] is not used as it can be reached from (1 :take] and so it 

will be part of the network centred on it. 56 

After the propnets are found, a list of all possible combinations of these propnets is obtained. For 

instance, with three propnets (A, B and C) the list of combinations would be [(A,B,C), (A,BC), 

(AB,C), (AC,B), (ABC)] where, in this notation, the first combination represents three subnet-

works, the next three combinations represent two subnetworks, and the last combination is the 

53 This evolved fro m the analysis of the structure of the texts in the Patient Information Leaflets corpus 

and, during the development of the generator, we did not find a better way to unify the treatment of 

these two types of structure. Since this did not detract from the main approach a nd resu lts of the thesis, 

a unification was postponed. Sibun (1990) points o ut that rhetorical structure is not always the best way 

to organise a text structure. Knott and colleagues (Knott et al., 2001) discuss a new model of text struc

turing that merges rhetorical structure with global focus and this could be a way for us to deal with the 

two types of structure we obtained. 

54 The main types available in the ontology will be seen later (section 4 .1). 

55 I.e., constructions like "<sentence> <full-stop> <cue-word> <sentence>" that are associated with a rhe

torical relation. This is an extension to the grammar, that we implemented following (Webber and 

Joshi, 1998), which will be seen later in section 4.2.2. 

56 In the figure, the propositions are in double-line boxes for easy identification. 
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representation of just one subnetwork. A combination of subnetworks will be material for the 

realisation of one paragraph and each subnetwork will be realised as one sentence. 

At this stage, there is a choice of which combination should be passed to the next module and the 

strategy for choosing one combination can be related to the number of subnetworks it contains 

(which can also be related to the size of the subnetworks - more subnetworks usually mean 

smaller ones). 

2.2.2 Ordering 

The third module does the ordering of the subnetworks in the combination passed by the split 

network module. Supposing the combination (A, B, C) was the one passed, there would be six 

possible ways of ordering the subnetworks (i.e., [A,B,C], [A,C,B], [B,A,C], [B,C,A], [C,A,B], 

[C,B,A]). 

The strategy we use is to try to maximise the possibility of having a smooth transition from one 

sentence to the next as described in Centering Theory (Grosz et al., 1995), which would increase 

the possibility of having a pronoun generated. This is done by trying to find an order which 

maximise the number of common elements from one subnetwork to another (i.e., their intersec-

tion). 

This is implemented by constructing a square matrix57 with the number of rows and columns 

equal to the number of subnetworks, which has cells containing the number of common elements 

in each pair of subnetworks, to help choose the next subnetwork. The idea is that, after a first 

subnetwork is chosen, the next one can be picked by trying to find the subnetwork (that has not 

57 In terms of the information it contains, this could be a diagonal matrix, as the bottom part is the same 

as the top part. For implementation reason and for its visualisation here, it is better to have the square 

matrix. 
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yet been realised) that have the biggest number of common elements with the previous subnet

work. 

As an example, suppose that a combination has 4 subnetworks (A, B, C and D) and that their 

matrix of common elements is the one shown in figure 15. If for some reason we assume that sub-

net B would be the first in the order, then our algorithm would choose C as the next (as B and C 

have 4 elements in common); the next one to be chosen then would be A (as C and A have 3 

elements in common, which is more than C and D, the only other option available); and the last 

one would be D (as there are no more options available, as B and C were selected before). A pos

sible way of obtaining the first network is to choose between the pair that have the highest 

number in the matrix (B or C in this example, and we assumed the first would be the subnet B)58
. 

A B C D 

A X 1 3 2 

B 1 X 4 1 

C 3 4 X 0 

D 2 1 0 X 

Figure 15: Matrix of common elements 

The matrix was used here as a device to help finding the best order considering the strategy we 

adopted. In this case, it helps finding the subnetworks with the biggest number of common ele

ments and, from these, the order of the subnetworks. Originally it was also intended as a device 

that would enable us to try different strategies (for instance, we could avoid smooth transition to 

try and prevent the possibility of pronominalisation), but we did not take this idea forward and 

left it to be explored as further work. In the way the ordering module is currently implemented, 

there are no real choice points there because the strategy used is always the same. 

58 If C were chosen as the first subnet, then the final order could be either C_B_A_D or C_B_D_A. 
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2.2.3 Referring expression 

The fourth module, referring expression, receives one subnetwork at a time and decides, for each 

object that is of type [thing] in the ontology, which type of referring expression will be generated. 

The module is a re-used one from the Riches system (Cahill et al., 2001)59 and it either generates a 

definite description or a pronoun. 

The default situation is that the module could generate a definite description for any entity. The 

possibility of generating a pronoun is based on whether the element it is dealing with occurred in 

the previous sentence, and if so what was the type of the previous sentence (i.e., declarative, im-

perative) and which syntactic position the element was occupying (i.e., subject, object, indirect 

object). If it was a declarative sentence and the entity occurred in the subject position or if it was 

an imperative sentence and the entity occurred in the object position, then either a pronoun or a 

definite description can be generated. For any other situation, there is no choice and the default 

(definite description) is generated. So, in this module, the choice points are in the places where a 

pronoun can be generated. 

A referring expression is marked in the semantic network with a node pointed to by a -refexp➔ 

arrow, and the type of the node represents the referring expression (figure 16).60 

I 7:dose I refexp► I 21 :pronoun I 

Figure 16: Example of a referring expression node 

59 It was implemented by the author of this thesis. 

60 The semantic representation used in the system will be introduced in section 3, page 67. 
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2.2.4 Pruning 

NP pruning is responsible for erasing from a referring expression subnetwork all the nodes that can 

be transitively reached from a node marked to be pronominalised. This needs to be so because the 

terminating criterion for the realiser, which will be seen in the next section, is that it consumed 

all nodes in the subnetwork passed to it. So, for instance if a concept like [?:dose] in figure 17 is 

marked to be pronominalised, the concepts [11 :of] and [3:medicine], that transitively follow it, will 

never be realisable, so they are pruned (otherwise, they will never be consumed and the generator 

will never finish). 

2.3 Realisation 

3:medicine I refexp► I 22:definite 

.-------'-a---=-.rgO ~ f 
11 :of ~ pruned 

nodes 

argO 

7:dose refexp 21 :pronoun 

Figure 17: Example of nodes that are pruned 

The realiser is a complete re-implementation of Nicolov's Protector guided by the pseudo-code al-

gorithms presented in (Nicolov, 1999, chapter 5) - unfortunately there was no reuse of proper 

code here. In addition, the main difference is that we integrated our realiser to the LexSys gram-

mar (which will be seen later in section 4.2), whereas Nicolov's approach was to use a small 

grammar based on the same grammar formalism used in the LexSys grammar.61 

The implication of having the integration to a large scale grammar is that we had to think care-

fully about how to integrate the representations (semantic and syntactic) used by the generator as 

a whole (including here not only the realiser, but also the ontology and the lexicon) to those al-

ready present in the grammar. This issue will be discussed further when we present the resources 

6 1 Nicolov, p.c. 
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used by the system in section 4. In the next two subsections we will first give a high-level descrip-

tion of how the realiser works and then we will present a worked example with all the steps used 

in the production of one sentence. 

2.3. 1 How the realiser works 

The realiser works by consuming semantics from the input network at the same time that it builds 

syntactic structures - its aim is to produce a sentence by consuming all nodes of the semantic network 

input to it. It manipulates rules, called mapping rules (MRs), that show how semantic structures are 

related to syntactic trees. These rules are formed by amalgamating information from the lexicon, 

the grammar, and the ontology. They have semantics preconditions for when they can be used 

(applicability semantics - AS); they show the part of the input that should be consumed (con

sumed semantics - CS) and the syntactic structure (syntax tree - ST)62 that should be constructed 

when they are applied; and they can also point to further semantic elements that should be con-

sumed in subsequent stages (posted goals - PG) which, for instance, are used for obligatory 

subcategorised constituents. Mapping rules and their compilation will be seen later (section 4.4). 

The basic idea of the realiser is to first create a skeleton structure for a sentence containing, for 

instance, a main verb and its subcategorised arguments, and then fill the gaps with all the other 

information that is not subcategorised (i.e., adjuncts and complements), trying to consume all the 

semantics in the input network. 

The realisation starts by collecting all the mapping rules (MRs) that can cover some part of the 

semantics of the input network into a set called 'SetMRs'. Since at this stage all semantics are still 

to be consumed, then all MRs from SetMRs are semantically applicable and so the initial step 

here is to find the candidates inside SetMRs that can satisfy the realiser's initial syntactic con-

62 As it will be seen later, our grammar (D-Tree Grammar, (Rambow et al., 2001)) is a type of Tree

Adjoining Grammar 0oshi, 1985) and its basic structures are trees. 
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straint, i.e., that the top node of its syntactic structure be a sentence - it is possible to have several 

MRs that satisfy the constraint, so this is a choice point in the realiser. When one MR is chosen, 

the syntactic tree in the MR will be the initial syntactic structure built so far (BuiltSyn) and the 

consumed semantics indicated by the MR will be the initial semantic structure built so far (Built

Sem). If the chosen MR has any requirement of other piece of semantics that should be covered 

for it to be complete (i.e., if there is any posted goal), it posts it as a next goal to be generated. The 

matching of the applicability semantics (AS) with the input unifies the co-referring elements in 

the other parts of the MR (for instance, the posted goals) as will be seen in an example in the next 

section. 

After the initial syntactic tree and semantic structure are built, one of the following situations 

happens: 

1. there is at least one posted goal to be satisfied 

2. there are no more posted goals to be satisfied 

When there is at least one posted goal to be satisfied, then the generator has to choose one of 

them (if there is more than one) and find an MR that matches both its syntactic and the seman

tics constraints - there is the possibility of having several MRs that match these constraints and 

therefore this is another choice point place. For this first situation, there is a requirement that the 

applicability semantics (AS) of the MR should cover the semantics of the posted goal but should 

not cover any part of the semantics built so far (BuiltSem). When updating BuiltSem, the con

cepts from the posted goal should be merged into it in accordance with the place the AS of the 

MR rule which posted it had marked. The syntactic structure (BuiltSyn) is updated at this stage by 

using the substitution operation (this is explained later on in section 4.2). 

If there are no more posted goals to be satisfied, then the generator has to try to cover the remain-

ing semantics - this is the case of mudificalion, fur irn;Lance; fur Lhis, iL has LO choose an MR that 

covers at least part of the semantic structure built so far (BuiltSem), but also cover some part of 
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the input that has not been consumed yet (again, there is the possibility of choosing among sev-

eral MRs here, so this is another choice point). When updating the semantic structure, these 

concepts should be joined on the common concepts between the AS of the chosen MR and the 

BuiltSem. The syntactic structure (BuiltSyn) is updated at this stage by also using the substitution 

operation, but with the order of the trees inverted - the main tree is substituted into the modifi-

cation tree (this will become clearer when explaining the grammar operation in section 4.2). 

The choice points here occur in every place where there is more than one mapping rule that can 

be chosen; more specifically, (1) in the first phase of constructing the skeleton structure, (2) in the 

realisation of the posted goals, and (3) in the phase that covers the remaining semantics. 

2.3.2 Example 

As an example, suppose that the input to the generator is the semantic network presented in fig-

ure 18 and that the only mapping rules that cover some part of the semantic network (SetMRs) 

are those present in table 8. 

7:a_lot 

manner 

1 :john ar 0 arg1 2:mary 

11 :pres I 
Figure 18: Network for sentence "John loves Mary a lot" 

There are two mapping rules that satisfy the initial syntactic constraint of producing a sentence: 

the MR for "loves" and the one for "adores". Supposing the first was selected, the initial skeleton 

structure is the tree depicted in the column "syntactic tree" of the first row of the table below, and 

there will be two goals posted: NPl, whose semantics, during the matching of the applicability 

semantics for "loves", was unified with [1 :john], and NP2, which was unified with [2:mary]. 

The posted goals are generated trivially in this example. Supposing the first PG is NP1: 

-arg0➔[1 :john], the only MR that can be used is the one with the lexical item "John", whose AS is 
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[a :john] . Its syntactic tree will be substituted into the NPl position of the tree for "loves" (this op-

eration will be explained later in section 4.2). The same situation happens with the second PG, 

this time matching "Mary", and it is substituted into the NP2 position of the tree for "loves". Af-

ter those two posted goals are generated, the syntactic structure built so far (BuiltSyn) looks like 

the tree in figure 19. 

Lexical Applicability semantics Consumed semantics Posted goals Syntactic tree 
Entry 

"loves" [x: love] -argO➔ [y:person] [x:love] -tense➔ [w:pres] NP1 : s 

[x :love] -arg1 ➔ [z:person] -argO➔ [y:person] ~ 
[x :love] -tense➔ [w:pres] NP2: 

NP1 .I VP 

- arg1 ➔ [z:person] 
VP 

~ 
V NP2 .I 

I 
loves 

"adores" [x:love] -argO➔ [y:person] [x:love] -tense➔ [w:pres] NP1: s 

[x :love] - arg1 ➔ [z:person] [x :love] -manner➔ [k:a_lot] -argO➔ [y:person] ~ 
[x:love] -tense➔ [w:pres] NP2: 

NP1 .I VP 

[x:love] -manner➔ [k:a_lot] -arg1 ➔ [z :person] 
VP 

~ 
V NP2 .I 

I 
adores 

"John" [a:john] [a :john] NP 

I 
N 

I 
John 

"Mary" [b:mary] [b :mary] NP 

I 
N 

I 
Mary 

"a lot" [d:event] -manner➔ [c:a_lot] [c:a_lot] VP 

~ 
VP.I ADVP 

I 
ADV 

I 
a lot 

Table 8: Mapping rules for example "John loves Mary a lot"63 

At this stage, there is still a piece of semantics to be consumed, i.e., -manner➔ [7:a_lot]. As there 

are no more posted goals at this stage, the generator will try to cover the remaining semantics and 

will find the MR for "a lot" (the last row in table 8). As mentioned before, the applicability se-

63 The symbol (-.I,) in the trees are the marked places for the substitution operation, which will be seen later 

in section 4.2. 
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mantics of an MR at this stage has to cover some part of the semantics already consumed and a 

part that has not yet been consumed, and this is the case with the MR for "a lot", where in its AS 

([d:event] -manner➔ [c:a_lot]) , the [d:event] was matched with the already consumed [3:love]64, and 

the rest, not yet consumed, will be unified with -manner➔ [7:a_lot] . The final syntactic structure is 

depicted in figure 20 (the operation that put those trees together will be seen later in the grammar 

description - section 4.2). If, instead of "loves", the realiser had chosen "adores", after the posted 

goals had been realised there would not be any remaining semantics to cover since according to 

the mapping rule for "adores", it would have already consumed the part [3:love] -manner➔ 

[7:a_lot] . 

s 

~ 
NP VP 

I 
N VP 

I 
John V 

A 
NP 

I 
loves I 

N 

I 
Mary 

Figure 19: Intermediate syntactic structure for the sentence "John loves Mary a lot" 

s 

~ 
NP VP 

I~ 
N VP ADVP 

I A I 
John V NP ADV 

I I I 
loves N a lot 

I 
Mary 

Figure 20: Final structure for the sentence "John loves Mary a lot" 

64 This representation of a type does not reflect the proper fo rmat they have in the implementation. There, 

each type has embedded in itself the whole ontologica l structure it inherits from. For instance, love is in 

fact top( concept( proposition( event( love( X ))))) and event is top( concept( proposition( event( X )))). 
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3 Semantic Representation 

The semantic structures that are employed in the input network are based on an acyclic non

hierarchical semantic network similar to conceptual graphs (Sowa, 1984). There are two basic 

components in this representation: concepts and relations. 

In terms of ontological objects, the concepts are instantiations of the types available in the ontol

ogy and the relations are either a related argument of a type (we are using numeric arguments: 

argO, arg1, etc.), a thematic role (e.g., manner), or a relation pointing to objects of the tense or re

ferring expression system (i.e., tense and refexp). The ontology itself is described in the section 4.1. 

The network produced by the 'usual dose' schema can be seen in figure 21 65
. In this graphical 

example the concepts are represented by a rectangular shape and have identifiers preceding their 

names - propositions are in double-line boxes to make them easier to see. The relations are repre

sented by an arrow and an associated name for the arrow - they do not have identifiers. In 

addition, there is a special (dashed line) arrow named 'proxy', which link elements that, although 

referring to the same entity, must have different identifiers. This is due to the fact that each one 

can eventually have assigned a referring expression, and it would be very difficult to manage two 

-refexp➔ arrows coming out from one entity, specially if the referring expression they point to are 

different (e.g., one could be a pronoun and the other a definite description). 

This example network contains three propositions which can be read more or less as "dosage of 

patient's medicine is two grams", "patient takes dose of his/her medicine", "frequency of patient 

taking his/her dose of medicine is twice a day". 

65 The construction of the input by using schemas will be seen later in section 5.1.2. 



Chapter 4: The genera tor architecture 

I 5:patient I ◄ argO 6:of I ◄ argO I 3:medicine I 

' proxy 

__ a_r~go------!s arg1 

~----
2:patient 

freq 

14:pres 

tense 

4:pres I I 
L'::::=====:::'.J 

12:freq 

8:value(2gram) 

13:value(2xday) 

1 O:pres 

Figure 21: A semantic network produced by the usual dose schema 

68 

In the Prolog implementation, a network is represented by using three list: one for the concepts, 

one for the relations (represented as triplets (concept, relation, concept ) ), and one for 

the proxy relations (represented as triplets (concept, proxy, concept) ). An example of this 

representation can be seen below in figure 22 for the concepts [1 :take], [2:patient), [3:medicine], 

[5 :patient], [6:of] , [?:dose], [11 :of] of figure 21. 

Concept list 
[l:take,2:patient,3 :medicine, 
5:patient,6 :of,7 : dose,11 : of] 

Relation list 
[ (l:take,arg0,2 :patient), 
(l:take,argl,7 :dose), 
(7:dose,arg0,11:of), 
(11 : of,arg0,3:medicine), 
(3 :medicine,arg0,6:of), 
(6:of,arg0,5 :patient)] 

Proxy list 
[(5 :patient,proxy,2 :patient)] 

Figure 22: Representation of concepts, relations and proxies as lists implementation 

4 Resources 

In this section we present the main resources used by our system, namely the ontology, the gram-

mar, the lexicon, and mapping rules. 
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The ontology, the lexicon and the grammar are all implemented in DATR, which is a non-

monotonic knowledge representation language (Evans and Gazdar, 1996), and the mapping rules 

are compiled from these resources into Prolog. 

4. 1 Ontology 

The ontology used in our system originated from the one used in the ICONOCLAST project (Power 

et al. 2003), which is a system that also produces patient information leaflets exploring constraints 

on layout and wording. It was scaled down to be able to support the generation of texts with the 

sort of information presented in figure 39 (page 85), i.e., the information for the three subsec-

tions of the section on how to take the medicine. 

The top part of the ontology can be seen in figure 23. Here the main elements are concepts, rhe-

torical relations, rhetorical operators, basic relations, the tense system and the referring expression 

system. Included in concepts are proposition objects (events and states), thing objects, and place 

and property objects. The logical operators allow the expression of possibility, certainty and neces-

sity. The rhetorical relations are used to represent the rhetorical structure of the discourse (Mann 

and Thompson, 1987). 

TOP 

Concept 

Proposition 

t Event 

State 
Thing 

tAnimate 

Non-animate 

Value 

Place 

Property 

Logical Operator 

~

Negation 

Necessity 
Possibility 

Rhetorical Relation 

C Conditional 

Referring Expression System 
Tense System 

Figure 23: The top nodes of our ontology 
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The ontology's referring expression system is responsible for indicating the type of referring expres-

sion that are ava ilable in the system (pronoun, definite description, demonstratives, etc.). The 

tense system just contains the basic tense categories (present, past, and future) but in our use of the 

generator only the present tense was exercised.66 

Information about the arguments of concepts, rhetorical relations, etc., is encoded in each node 

of the ontology. For instance, the cake event (marked as TAKE_ONT in the ontology) has two ar-

guments, the first is constrained to be a person object (PERSON_ONT) and the second to be a thing 

object (THING_ONT). 

As previously mentioned, in the Prolog implementation each node in the ontology keeps track of 

whole ontological structure it inherits from. For instance, the node for the concept take is repre-

sented as top( concept( proposition( event( take( X ))))) whereas the concept event is represented as 

top( concept( proposition( event( Y )))), where X and Y are variables. This is very useful for type 

checking using unification even without further instantiation (this is a simplification of the en-

coding presented in (Mellish, 1988) as it does not deal with multiple inheritance). 

4.2 Grammar 

The syntactic part of grammar we are using in this thesis came from the LexSys Project from Uni-

versity of Sussex (Carroll et al., 1998; 2000) which used a formalism called Description-tree 

Substitution Grammar (DSG) (Rambow et al., 1995; 2001). In this section we will first give an 

introduction to DSG and then describe the way we adapted and used the grammar developed by 

the LexSys project. 

66 It could be argued that, because on ly one possibility of tense (the present tense) was used, the whole 

tense system could be left out. The intention here was to see whether the introduction of such type of 

information would cause any trouble in automating the construction of mapping rules (this is related to 

the issue of scalability of the system referred to in the beginning of the chapter). 
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4.2. 1 Description-tree Substitution Grammar (DSG) 

DSG is a mathematical formalism that is derived from Tree Adjoining Grammar (TAG) formal-

ism Qoshi, 1985; 1987; and Kroch and Joshi, 1985) for the description of tree structures and for 

their combination by the use of a generalised substitution operation. DSG emphasises the study 

of trees in terms of their description based on the basic properties of immediate dominance, 

dominance and linear precedence. The trees67 in DSG (called d-trees) are lexicalised, i.e., every tree 

in the grammar is associated with at least one lexical item, which is called the anchor, from which 

the characteristics of the tree are projected. 

Instead of positing a tree like a anchoring the transitive verb "take" in figure 24, they describe the 

syntactic structure projecting from the verb "take" using the above mentioned relations (the 

proper description is at the right in the figure). 68 There, a' is an illustration of the description, 

where the dashed line expresses a dominance relation of any length, a solid line, an immediate 

dominance, and linear precedence is assumed by a left to right reading of the figure. 

A component is a subtree in a tree that uses only immediate dominance relations. For instance, in 

a' in the figure there are two components: one is comprised of S1, NP 1 and VP 1, and the other is 

comprised of VP2, V 1, NP2 and the lexical item. For a description to be considered a tree in DSG 

(called d-tree), several constraints must hold. For instance, a frontier (i.e., leaf) node of a compo-

nent can only (any-length) dominate at most one node, and this must be from another 

component. Also, a node cannot be dominated by a node and immediately dominated by an-

other. 

67 When we talk about a tree in the context of DSG we, in fact, mean the description of a tree (a notion 

which will be clarified soon). 

68 In the figure we just presented the structure of the tree, but in reality this projection also takes care of 

instantiating the features internal to each node and their possible co-reference. The source of what 

should be instantiated and what should be left as variable is the lexicon, which will be seen in sec

tion 4.3. 
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a: s 

~ 
NP1-L- VP 

A 
take 

a': S1 

~ 
NP1 -L- VP1 

take1 

Description of a' : 

V1 d ; take 1 

VP2 d ; V 1 

VP2 d ; NP2 

VP1 d VP2 

S1 d ; NP1 

S1 d ; VP1 

where: 
d = any length dominance 
d ; = immediate dominance 

Figure 24: Comparing a tree and a description of a tree 
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A DSG grammar is composed of a finite set of trees called elementary trees. These are the basic 

trees found in the grammar, as opposed to those that can be obtained by combining trees using 

the operation provided, which are called derived trees. The operation that combines trees is called 

generalised substitution (or just substitution in the context of DSG69
) and will be illustrated shortly. 

For instance, in figure 25 we are repeating (from table 8 above) the trees that we used as the struc-

tures for the sentence "John loves Mary a lot". In the figure, the nodes that are places for the 

substitution operation are marked with an arrow (.J..). 

a 1 : S 

~ 
NP 

I 

a, VP 4A 
NP1 -1- VP N 

I 

VP -I- ADVP 

I 
ADV 

VP John Mary 

A a lot 

V NP2-L-

I 
loves 

Figure 25: Examples of DSG trees 

The substitution operation in DSG is illustrated in two stages: (1) when the root of a tree substi-

tutes into another tree and (2) when the root of a component substitutes into another tree. In the 

first situation, using the trees in figure 25, we will substitute the trees for "John" and "Mary" in 

69 In TAG there are two operations: substitution and adjunction which, combined, have the same func

tion of the generalised substitution operation in DSG. 
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the tree fo r "loves". The root of the tree for "John" (a,2) is unified with the NP 1 node of the tree 

fo r "loves" (a, 1) , and the root of the tree for "Mary" (a,3) is unified with the NP2 node of 0. 1, This is 

shown in figure 26. 

a 1 : S 

~ 
NP1 ..j, VP VP 

VP VP 

A A 
V NP2 .), John V NP 

I 
loves 

I 
loves I 

N 

John 
NP 

I I 
Mary 

N 

I 
Mary 

Figure 26: Substitution of the trees for "John" and "Mary" into the tree for "loves" 

The second situation is illustrated with the combination of the tree fo r "a lot" and "John loves 

Mary", wh ich can be seen in figure 27 . Here the root of the lower component of the latter (y1) is 

substituted into the fo rmer (a,4) and the dominance relation between VP1 and VP2 in y1 is shifted 

in y2 to the root of the component y1:VP2 substituted into (in y2, the nodes are still called VP1 and 

VP2 in the figure). 

Y1: s Y2: s 

~ a4: VP, ~ A NP VP1 NP VP1 

I 
VP2.), ADVP 

I [/··•' 
A. I 

N VP2 N VP2 

I A 
ADV 

I ~ 
John V NP a lot John VP3 ADVP 

I I A I 
loves ADV 

N V NP 

I I I a lot 
loves 

Mary N 

I 
Mary 

Figure 27: Substitution of the tree for "loves" into the tree for "John loves Mary" 
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Eventually the tree descriptions will be transformed into a final tree by a process that collapses the 

dashed lines unifying the top and bottom node. For the tree y2 in the figure above, the node VP 1 

will be unified with the node VP2, and the resulting tree is the same as the one in figure 20 (re-

peated here as figure 28 for convenience). 

s 

~ 
NP VP 

I~ 
N VP ADVP 

Jolhn A AL 
I T I 

loves N a lot 

I 
Mary 

Figure 28: Resulting tree for the sentence "John loves Mary a lot" 

4.2.2 LexSys and our use of it 

LexSys was a project from University of Sussex that developed a wide-coverage lexicalised grammar 

for parsing. In (Carroll et aL, 2000) it was reported that the grammar had 143 tree families (for 

instance, the V _NP family specifies the basic format for a tree based on a transitive verb) and 88 

lexical rules, which are transformation rules that derive new forms from the basic trees (for in-

stance, a passive rule would transform the format of a basic V _NP tree putting the original object 

NP node information into the subject position and leaving nothing in its place). Each lexical item 

can contain several different definitions (i.e., family specifications and features instantiations) 

and, together with the lexical rules, a great number of trees can be associated with a single lexical 

item. For instance, the verb "get" instantiates 284 7 different trees; "put" has 3465 trees and 

"come" has 2656. 

Although the DSG formalism allows the analysis of some phenomena that cannot be dealt with in 

the TAG formalism (see (Rambow et aL, 2001)), the main reasons for us to use it were the fact 

that the grammar in LexSys is a good wide-coverage grammar (based on the XTAG grammar), that 
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its developers were very accessible, being in our vicinity, and that we had complete access to the 

code of the programs that manipulate the grammar, which fostered our understanding of the sys-

tern. 

This was important as we had to implement the semantic part of the grammar from scratch70 in 

order to make sure that (1) it suited our needs - which was basically to make sure that each node 

in the tree carried its semantic relation and arguments (if there were any) so that the composition 

of trees would be allowed only if their semantic parts of the nodes where the substitution opera-

tion would occur were semantically unifiable - and also that (2) it used the same naming 

convention in the semantics as the ones used in the ontology in order to make their integration 

• 71 easier. 

We also needed to change a few syntactic structures related to the passive construction. For in-

stance, the passive trees in the original grammar were rooted by a VP node and we need it as a 

sentential node, because the subject should be posted as a goal and we needed to have a position 

in the tree associated with the posted goal. 

In addition, we introduced new trees in order to deal with rhetorical relations. These trees allow 

the expression of rhetorical relations anchored by either a cue-word or a punctuation mark. For 

instance, the trees for the conditional construction are anchored by the word "if' as can be seen 

in figure 2972
. The general idea of what can be done in terms of rhetorical relations in a TAG-like 

framework can be found in (Webber and Joshi, 1998). 

70 That part of the grammar was in development when we started working on our generator and the se

mantics that was there was not working as expected. 

71 This was, of course, an implementation issue. 

72 The difference between the two trees in the figure is that, in the first, the sentence that contains the 

'action' comes before the one with the 'hypothetica l' (e.g., "do this action if this happens"), whereas, in 

the second, we have the inverted situation (e.g., "if this happens, do this action"). 
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s s 

~ ~ 
s1- s s s1-

A A 
rhet rel s1- rhet rel s1-I- I-

if if 

Figure 29: Example of trees for conditional rhetorical relation 

The use we made of the grammar is enough to produce a fair number of texts: currently, for the 

two networks produced by the 'usual dose' and 'overdose' schemas73
, it generates 1,200 different 

version of texts. There are several developments that could be made in order to improve it (as will 

be seen in section 6.1), but most of them would not make any difference to what the factor analy-

sis would extract from the texts. 

4.3 Lexicon 

The initial specification of the lexicon, i.e., the set of lexical items with the grammar tree each of 

them instantiates for each sense, came from the Lexsys project. We enriched the lexical specifica-

tion of each lexical item with semantic information that was demanded by the realiser (i.e., 

applicability semantics, consumed semantics, posted goals) - those structures were populated with 

entities from the ontology. 

An example of a lexical entry for one sense of the verb "take" is given in figure 30, where the 

original information provided by the LexSys lexicon is highlighted (lines 1, 2, 5-9). The lexical is 

defined in DATR and the first line just starts the definition of the node TAKE. The next three lines 

express the syntactic category of this node as a v (for verb), the number of definitions in the lexi-

con (in this case, just one), and the lexeme (take). Line 5 starts the first (and, in this case, the only) 

definition of the lexical entry for "take". It is a non-auxiliary transitive verb (lines 8 and 6 respec-

73 The schemas used for constructing input to the system will be shown in section 5.1.2, page 84. 
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tively) and there is no specification for morphological stem either in the verb itself or for the sub-

ject (lines 7 and 9). 

The semantic information starts at line 11, which says th at the applicability semantics (lines start-

ing with <sem as ... >) comes from the node TAKE_ONT (which is in the ontology). Lines 12 

and 13 provide placeholders for the specification of tense and logical operator that will be either 

further instantiated or suppressed when building mapping rules. Lines 14 to 20 define a list of 

what is the semantics that is consumed ( <sem cs .. . > ), and lines 21 and 22 point out to the posted 

goals (<sem pg ... >), which co-refer with the first and second argument of the node TAKE_ONT in 

the ontology. A path ending with a coreference mark(< ... coref>) , in the process that builds map-

ping rules, is unified with the variable representing the path it is pointing to . For instance, the 

first posted goal (path starting with <sem pg pg1 ... >) will unify with the value of the first argument 

(argO) of the applicability semantics relation (i.e ., the first argument of TAKE_ONT74
) - the full 

path of this first argument is <sem as argstr arg0 argstr rel>. 

1. TAKE: 
2. <syn cat> == v 
3. <nber_defs> == 1 
4. <lexeme> == take 
5. <v> == 
6. [ <> == V_NP:<> 
7. <mor stem>== any 
8. <syn aux> == -
9. <syn subj mor stem>== any 
10. % semantic part 
11 . <sem as argstr> == TAKE_ ONT:<argstr> 
12. <sem as argstr tns argstr> == TENSE_ONT:<argstr> 
13. <sem as argstr rhetop argstr> == LOG_OPER_ONT:<argstr> 
14. <sem cs type>== list 
15. <sem cs first coref> == sem as argstr rel 
16. <sem cs rest type> == list 
17. <sem cs rest first coref> == sem as argstr tns argstr rel 
18. <sem cs rest rest type> == list 
19. <sem cs rest rest first coref> == sem as argstr rhetop argstr rel 
20. <sem cs rest rest rest type> == nil 
21 . <sem pg pg1 coref> == sem as argstr arg0 argstr rel 
22. <sem pg pg2 coref> == sem as argstr arg1 argstr rel 
23. <sem dep_head coref> == sem as argstr rel 
24. ]. 

Figure 30: Lexical entry for the verb "take" 

74 The rest of the definition of TAKE_ONT is found in the onto logy (the part related to TAKE_ONT can 

be seen in figure 34, page 81). 
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The semantic part of the lexical entries were specified by hand, especially because it is not always 

the case that the applicability semantics comes from just one node in the ontology. For instance, 

the applicability semantics of the genitive construction (see figures 31 for its lexical definition and 

figure 32 for a graphical example of the semantics) specifies that for this construction to occur 

there sh o uld be a [thing] object (line 10 in figure 31; node [7:dose] in figure 32) that has a non-

pronoun referring expression (line 11 ; node [21 :definite]) and that has a first argument (arg0) 

pointing to an 'of concept (line 12; node [11 :on) and the 'of concept should point (arg0) to an

other [th ing] object (line 13; node [3:medicine]) . From this network, only the 'of concept and the 

definite referring express ion will be consumed as indicated in figure 32. The figure also shows 

that [3:medicine] is posted as a goal to be generated afterwards. 

1. Node-\'S: 
2. <syn cat> == g 
3. <nber_defs> == 1 
4. <lexeme> == \'s 
5. <g> == 
6. [ <> == G:<> 
7. <mor stem>== '\'s' 
8. <sem poss> == + 
9. % applicability semantic information % Example: 
10. <sem as argstr> == THING_ONT:<argstr> % dose 
11. <sem as argstr refexp argstr> == NON_PRONOUN_ONT:<argstr> % definite (dose) 
12. <sem as argstr arg0 argstr> == OF _REL:<argstr> % of 
13. <sem as argstr arg0 argstr arg0 argstr> == THING_ONT:<argstr> % medicine 
14. % consumed semantic information 
15. <sem cs> == 
16. [ <type> == list 
17. <first coref> == sem as argstr arg0 argstr rel % of 
18. <rest type> == list 
19. <rest first coref> == sem as argstr ref exp argstr rel % definite (dose) 
20. <rest rest type> == nil 
21. J 
22. % posted goal semantic information 
23. <sem pg pg1 coref> == sem as argstr arg0 argstr arg0 argstr rel 
24. <sem dep_head coref> == sem as argstr arg0 argstr rel 
25. ]. 

Figure 31: Lexical entry for the genitive construction 

3:medicine 1~posted goal 
. semantics 

arg0 
11:of ~consumed 

/semantics 

arg0 ,j, 
?:dose refexp 21 :definite 

Figure 32: Example of semantics required for the genitive construction 
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The specification of the lexical entries and the mechanism that transforms them into mapping 

rules can cope with having either just one node as the main semantics (as in the case for "take") or 

also a network with several concepts (e.g., in the specification of genitive construction), and could 

be also used for incorporation (as in the example presented in section 2.3.2 where the word 

"adores" would consume the same meaning as the expression "loves a lot") or even for paraphras-

ing75
• However, the fact that the lexicon is hand-written makes its extension difficult if words with 

complex meaning specifications are used. For words with simple specification, it is possible to 

simplify the construction of new lexical items by using the inheritance mechanism provided by 

DATR. 

4.4 Mapping rules 

A mapping rule (MR) is the compiled form of the information contained in the lexicon, grammar, 

and ontology (see figure 33). Its main components are: 

• applicability semantics (AS): it imposes type constraints on what a piece of input network 

should look like for a mapping rule to be used; 

• consumed semantics (CS): it shows which nodes in the AS should be marked as consumed after 

the MR is used; 

• family (FAM) and lexical rules (LR): they denote the grammar family (for instance, V _NP for a 

transitive verb) and lexical rules (for instance, passive) that were applied when deriving the 

syntactic tree (below); 

75 For a while during the development of the generator we expressed the input for the conceptualisation of 

"overdose" as a network with several concepts that could be either expressed as "a dose that is higher 

than the one recommended by the patient's doctor" or just "overdose". It turned out that, although the 

mechanism for transforming this whole network into one word ("overdose") worked fine, it created 

problems for other parts of the system, more specifically the sentence planner as there was no way to 

prevent the splitting of such a network into several sentences - which was an undesirable possibility 

with this example. 
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• syntactic tree (ST): it contains the representation of a cl-tree - during the compilation of an 

MR, the semantic information contained in the lexicon is unified with the appropriate in

formation in the syntactic tree so that the operation on trees described previously in the 

grammar section only work if the semantics are unifiable; 

• posted goals (PG): it contains a list of pairs <SYNTACTIC NODE - SEMANTIC NODE> that should 

be satisfied by the realiser in subsequent stages of the realisation process. 

mapping 
rule 

compiler 

l 
mapping 

rules 

Figure 33: Offline generation of mapping rules 

The compilation process is done in two phases. The first is to get all lexical definitions and, one 

by one, loop through all possible variations of a tree family given by the application of the avail

able lexical rules, assembling into one place all the information described above (i.e., AS, CS, 

FAM, LR, ST, and PG). In addition, this process unifies the places for the semantic elements in 

the nodes of the trees with the ontology information obtained via the specification in the lexicon. 

This instantiation is done by unifying the lexicon information with the anchor information of a 

tree - since, in the grammar, the trees are constructed as a projection of the information from the 

anchor, the instantiation of the anchor triggers the propagation of the features specified to the 

rest of the tree. 

For instance, this process is depicted by figure 34 for the verb "take", where the semantic informa-

tion from the ontology is introduced into the grammar at the anchor node via the specification in 

the lexicon (which here is presented as a black box since the lexical entry for "take" was already 
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shown in figure 30 above). The use of the same naming convention in all the resources made 

automation of the mapping between structures easier. 

GRAMMAR 

VP ~el=(OJW : argO = (1] 
i arg1 = (2] 

VIE~; ~lJ N~e~ = [2]1 r·~~?<!~9J'!.. ,.c:J~:r9.~9.~t ..... 
E~1 = [~ L J TAKE_ONT: 

parent = event 

tak~ ill< rel = take 
rel = 

101 
Ii: arg0 = person 

:~~~: i~l ~---"-----+-----' arg1 = thing 
I ,................. , ............. ......... . 

Figure 34: Example of lexicon linking information from the ontology to the grammar 

The second phase goes through all mapping rules of verbs which have prepositional nodes that 

would not have any semantics attached to the preposition itself and insert the tree for the preposi-

tion into the tree for the verb. For instance, the mapping rule for the verb construction "look at" 

is specified, in the lexicon, in the entry for "look" whose family is V _PP and which has the prepo-

sitional phrase marked as having the lexical item "at". In the first phase of the mapping rule 

construction, the tree for "look at" is like that in figure 35. After the second phase, the tree 

should look like that in figure 36. We could not leave this to happen at the generation time, be-

cause the realiser only works by consuming semantics, and therefore these semantically void trees 

(for prepositions or particles) would not be realised. This is also the way the prepositional tree for 

"by" is assembled into a by-passive verb tree. 
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s 

~ 
NP -l- VP 

VP 

A 
V pp -l, 

I 
look 

Figure 35: Tree for "look at" after the first phase of mapping rule construction 

s 

~ 
NP-l- VP 

VP 

~ 
V pp 

I A 
look p 

i 

NP -l-

p 

I 
at 

Figure 36: Tree for "look at" after the second phase of mapping rule construction 

5 Target and output texts 

In this section we will first present the structure of the target texts, explaining why they were cho-

sen, and then present some output texts generated by our system and give an example of how a 

pair of sentences was generated from the network produced by the 'usual dose' schema so that we 

can illustrate where the choice points available in the architecture are. 

5. 1 Structure of target texts 

5. 1. 1 Choosing the target texts 

When the factor analysis (chapter 3) was performed, our aim was to establish the linguistic varia-

tion present in the patient information leaflets using all the sections of the leaflets. For the 
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implementation part we had to be more realistic in terms of what could be achieved and, there-

fore, we focused on just one of the sections of the leaflets. 

We chose the section that instructs the patient on how to take the medicine for two reasons. lni-

tially because the texts in this section, by visual inspection, seemed to contain more text variation 

than most of the other sections of the leaflets. To verify this observation we obta ined counts for 

texts considering the whole leaflet and texts considering just the section on how to take the medi-

cine. The counts were standardised together and then we obtained scores for each text and 

plotted them in two separated graphs, one for each text being a whole leaflet and the other for 

each text being the section on how to take the medicine, which can be seen in figures 3 7 and 38. 

As it can be seen from the figures, where the graph for the texts of the section is more spread than 

the graph for the texts of the whole leaflet, a partial confirmation of our initial idea was estab-

lished76
• In addition, this section has a discourse structure that is very similar among all the texts 

and this facilitated our construction of schemas (McKeown, 1985), as will be shown later. 

N ... 
0 
0 
~ -20 -15 

••• 

whole leaflets 

10 15 20 

-15 

-20 

factor 1 

Figure 37: Distribution of scores for whole leaflets of the PI Ls corpus on factors 1 and 2 

76 A total confirmation wou ld be obtained if we had compared plots for all sections of the leaflet. None

theless, what was important was to have a section where enough variat ion was present, which was the 

case with this one. 
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section "how to take medicine" 
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Figure 38: Distribution of scores on factors 1 and 2 for the section on 'how to take the medicine' 

5. 1 .2 Structure of the section on how to take the medicine 

84 

In this section we will show how we decided on the initial structure of the texts to be generated. 

We start by showing as an example the text for the medicine Frumil, a diuretic tablet that is used 

for the treatment of excess of water in the body, which has a typical structure and content for the 

texts in the section on how to take the medicine in the leaflets in the corpus (more examples from 

other leaflets are given in appendix C). 

Frumil 

How should yoa take yoar Frumil Tablets? 

The asaal dose of Frumil Tablets is one or two tablets first thing in the morning. 

It is important to take yoar tablets at the right time. Take them as direc ted by your doctor. 

The pharmacist's label will tell you how many to take and how often. If it does not, or yoa 
usual dose . 

are not sure, ask yom doctor or pharmacist. 

The tablets slwald be swallowed with a small glass of water or milk. 

Keep taking yoar medicine until yoar doctor tells yoa to stop. 

. d d I If yoa forget to take your Frumil tablets in the morning, you can take them as soon as yoa 
m1sse ose 

remember. Then continue the following morning as before. 

I 
If yoa accidentally take too mach, or if a child has swallowed any of your tablets, contact 

overdose ho . l l de ll d · d. l your nearest sp1ta casua ty partment or te your actor 1mme tate y. 

Studying the texts in this section we could established that the majority of them contained infor-

mation about the fo llowing subjects: usual dose, missed dose and overdose (as roughly marked in 
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the text above). This information is usually structured in three subsections (see figure 39) where 

each one can comprise one or more sentences. A usual dose subsection contains information about 

the quantities of medicine (i.e., usual, maximum and minimum dosages) and the frequency or 

time of the day it is taken, about whether the medicine should be taken accompanied with some 

liquid (e.g., milk or water), and about how long the treatment will last. A missed dose subsection 

expresses what action(s) the patient should do if he or she misses a dose. An overdose subsection 

can contain a list of problems that an overdose may cause and what should be done, if anything, 

in case it happens. 

usual dose 
quantity 
frequency and time 
take with 
how long 

missed dose 
what to do 

overdose 
problems caused by overdose 
what to do in case it occurs 

Figure 39: Typical structure and content of the section "how to take the medicine" 

To produce structured input for our generator we are using schemas (McKeown, 1985) which can 

be thought of as a grammar-like specification for textual content with the basic component being 

a message, i.e., a unit small enough to be represented using, for instance, a proposition with its 

arguments. 

For each of the subsections seen in figure 39 we developed one schema that would build the se-

mantic representation of a specific medicine (specified by the user) in accordance with the 

availability of information in the medicine database. 

As an example, the pseudo-code for the usual dose schema can be seen in figure 40. Here the top 

schema is responsible for producing three different networks, one for each sub-schema. In the 

usual dose schema we can see the messages that will produce the pieces of semantics for the dose 
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specification and the freq uency - the network produced by this example was already seen in fig-

ure 21, page 68. 

top_schema( Medicine) ➔ 
usual_dose_schema ( Medi cine), 
missed_dose_schema( Medicine), 
overdose schema (Medicine) 

usual dose_schema( Med) ➔ 
get_usual_dose( Med) , 
message_usual_dose( Med), 
get_freq ( Med ) , 
message_ freq( Med) 

Figure 40: Pseudo-code for implementation of our schemas 

5.2 Output examples 

The generator in this thesis is far from producing perfect texts. Its function is to provide a plat-

form where we can test a methodology that would allow us to obtain a mechanism for controlling 

the search in the space related to the stylistic parameters we established with the factor analys is 

(chapter 3). 

Three examples of texts produced using the 'usual dose' and the 'overdose' schemas are presented 

in figure 41 where a few possibilities of text va riation can be seen. In all texts produced (not only 

those in the figure), the 'overdose' network was always realised as one sentence, whereas for the 

'usual dose' network there was a choice of producing either one or two sentences (for instance, in 

text 1 below two sentences were generated, whereas in text 2 and 3 only one sentence was pro-

duced). 
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x 
2 
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x 
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the dose of the patient 's medicine is taken twice a 
day. it is two grams. 
if the overdose of the patient 's medicine is taken 
consult the doctor. 

the patient takes the two-gram dose of the patient 's 
medicine twice a day. 
if the patient takes the overdose of the patient 's 
medicine the patient should consult the doctor. 

the two-gram dose of the patient 's medicine is taken 
twice a day. 
if the overdose of the patient 's medicine is taken 
the patient should ask the doctor for the advice. 

Figure 41: Example of three texts generated from the 'usual dose' and 'overdose' schemas 

87 

The "two gram" expression for the dose can be produced either as a predicative adjective or an 

attributive one (compare, for instance, text 1 and text 2). The [of] concept in the networks (see 

figure 42 for an example) can be either expressed using the preposition "of'' or the genitive con-

struction. There is also choice between active and passive constructions for the verbs, and, 

although limited, there is choice of referring expression. 

The total number of different texts produced only using the networks produced by only the 'usual 

dose' and the 'overdose' schemas is 1,200 versions. 

5.3 Worked example 

In this section we will present how the generator produced the two sentences below starting from 

the 'usual dose' network presented in figure 21 (page 68): 

the dose of the patient's medicine is taken twice a day. 
it is two grams. 

The first choice point occurs in the split network module which, for the 'usual dose' network, has 

two possibilities: either produce one subnetwork or have two subnetworks. For this example, the 
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choice77 was to have two subnetworks (which are marked in figure 42 by two different dashed 

lines) - the other choice would be to have the whole network as a subnetwork. As explained in 

section 2.2.2, the ordering module does not make any real choice because its strategy is always the 

same. The network with the [1 :take] proposition is selected to be the first to be realised78 and from 

this point the generator is dealing with just one subnetwork until it is realised and the control 

goes back to the ordering module which will select the next subnetwork to be realised. The only 

referring expressions possible for the first sentence is a definite description for all entities. The 

resulting subnetwork should look like that in figure 43. 

I 5:patient I ◄ argO 6:of I ◄ argO I 3:medicine I 
'---- ! ---------------1 argO 

: proxy I 11 :of . I 

2:patient 

I 
I argO 

argO ~ arg1 1 

~ I 

tense 

4:pres 

freq 

12:freq I 

argO 
I=='=== I 
I 
I L'::====::'J 
I 
I 
I ______ _ 

1 O:pres 

: I 8:value(2gram) I 
L ______________ _ 

I14:pres 

13:value(2xday) 

Figure 42: Usual dose network split into two subnetworks 

77 In this subsection, the choices are not made in relation to any stylistic parameter; they are just a selec

tion among the possib ilities in the places in the generator where possibilities do exist (such places are 

referred to as 'choice points'). 

78 The choice of which subnetwork is the first is arb itrary, when there is just two networks. See the discus

sion on section 2.2.2 (page 58), and footnote 58 (page 59). 
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23:definite I 21 :definite 

refexp refexp 

5:patient ,. argO 6:of argO 

: proxy 

~2-:p~a-tie_n_t ~◄f-a--=rg'-0---l s arg1 

refexp 

24:definite 

freq 

14:pres 

tense 

4:pres I I 20:definite I 

I 12:freq I refexp► I 22:definite 

argO 

15:state I 

Figure 43: First subnetwork after the referring expression module 
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After the referring expression module runs, the control is then passed to the realiser as there is 

nothing to be pruned. For this example, an agentless passive mapping rule for [1 :take] is chosen 

among the other possible options (e.g., the active version, the by-passive, etc.) - in addition to 

[1 :take] and [4:pres], this consumes the concepts [2:patient] and [24:definite] from the network. 

There is just one posted goal (subcategorisation) for this passive construction, which is the second 

argument as the subject (NP1: -arg1 ➔[?:dose]). There are two senses of "dose" in the mapping 

rules that could be used here: the first is just "dose" and the second is "dose of'. The realiser 

chooses the second sense which has one posted goal (for [3:medicine]) . After [3:medicine] is gener-

ated, there are no more posted goals and the realiser will try to cover the remaining semantics -

the choice of which mapping rule should be chosen first, at this stage (without any control mecha

nism in place), is arbitrary and the following description is just one of the possibilities. The 

concept [6:of] and the referring expression for medicine [21 :definite] will be consumed by a genitive 

mapping rule, which will post [5:patient] as a goal. The adverbial for the frequency "twice a day" 

consumes the lower part of the network in one go and, after that, there will be only two referring 

expressions to be realised ([20:definite] and [23:definite]). Then the control goes back to the ordering 

module, which selects the next subnetwork to be processed. 
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O n the second subnetwork, the referring express ion module has more work to do as there is the 

poss ibility of generating a pronoun, which it chooses. In this case it is fo r [dose], and the second 

network, after referring express ion looks like that in figure 44 (see [31 :pronoun] in the figure). 

5:patient l ◄ argO 

trefexp 

30 :definite 

6:of 

I 31 :pronoun 

10:pres 

32:definite 

8:value(2gram) 

Figure 44: Second subnetwork after the referring expression module 

The control goes to the pruning module and, this time, it has some work to do, eliminating the 

part of the subnetwork above the concept fo r [?:dose] in figure 44. The realisation of the pruned 

subnetwork is straightfo rward , producing the sentence "it is two grams". 

In order to recapitulate where the choice po ints are, below we reproduce the generator architec-

ture with the choice po ints emphas ised (figure 45). 
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choice of 
number of 
sentences 

choice of 
type of r---1'---. 
referring L-----./ 
expression 

choice of 
different 
mapping 
rules 

medicine 
database 

t 
input 

constructor 

initial input networks 

sentence-size networks 

subnetwork chosen 

referring expression net 

Figure 45: Architecture with choice points emphasised 

6 Discussion and conclusions 

6. 1 Improving the generator 

91 

The function of the generator in this thesis is to provide a platform where we can test a method-

ology that would allow us to obtain and test strategies of control. Its development was frozen 

when we thought the texts produced were sufficient for achieving our goal. 

However, there are many places where it can be improved/extended: 

■ architectural changes: integration of treatment for rhetorical and propositional networks (at 

the moment, because the rhetorical networks are not split into subnetworks, nothing happens 

to them in the referring express ion module); 

■ the semantics of the grammar can be extended further; 



Chapter 4: The generator architecture 92 

■ new lexical items can be created; 

■ extension of the referring expression module; 

• introduction of more schemas; 

■ the introduction of other strategies in the ordering module. 

Another possibility for further development is the treatment of more types of referring expression. 

We did not worry about this issue because it would not affect the scores obtained in the factors 

for any text as no other type of referring expression is involved in any of our factors (i.e., the 

scores for our specific factors would be the same if generating different referring expressions or 

not). 79 

6.2 Conclusions 

In this chapter we presented a generator that is capable of producing 1,200 versions of texts from 

an input of two small networks. We presented the modules of the generator and showed where 

the choice points are, i.e., the places in the architecture that are responsible for the variations in 

the texts output. 

79 Other possibilities could only affect the scores in the factors indirectly by using more or less words: as 

referred to in chapter 2, the counting of linguistic features is normalised by a certain number of words 

and, therefore, the length of the final text has an influence in the scores, but the change from one type 

of referring expression to another can be considered marginal in this case. 



Chapter 5 

Relating generator decisions 

to factor scores 

l Introduction 

In the previous chapter we presented the architecture of the generator we built for this thesis. Us

ing the generator and obtaining factor scores for the output texts we could implement a "generate 

and test" approach to try to obtain a certain level of control of the output. Nonetheless our goal 

in this thesis is to obtain a mechanism of control that works inside the generator by guiding its 

decisions. 

In this chapter we will present our study of how to relate generator decisions to scores in the fac

tors. The idea is that we can work out how to control the generator by keeping track of what is 

happening at specific choice points inside it and relating this to the stylistic characteristic (scores 

in the factors/stylistic dimensions) of the texts that are output. 

For obtaining this relationship, we first need samples of texts with representative scores covering 

the whole stylistic space. From the texts in these samples we will obtain their stylistic scores and 

the counts of each type of generator decision that we are interested in. These samples can be pro

duced in two different ways. Either we can generate all possible texts and select random samples 

later on, or we can have a version of the generator that make random choices at the choice points 

we are interested in. The former has the advantage that we will eventually know the statistical pa

rameters for the population, which is useful for comparing them to the samples parameters. The 

problem of this approach is that, as the input size increases, it becomes impossible to generate the 

population. And it does not need to be such a big increase. The generation using two networks 

93 
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produced 1,200 texts; the generation with four networks produced 1,440,000 texts;80 the genera

tion using 6 networks would be impossible to achieve as it would produce 1,728,000,000 texts 

(1200 X 1200 X 1200). 

After we have representative samples of texts and their scores and counts of generator decisions, 

we will then analyse these numbers (counts and scores) using a type of statistical correlational 

analysis to see if there is any relationship between the generator decision counts and the scores in 

the stylistic dimensions. 

This type of analysis will give as a result mathematical functions (equations) which later will be 

introduced in the generator as a mechanism of control: the generator will use them to find the 

best next step in the stylistic search space at each choice point when trying to produce a text with 

a certain pair of scores specified by the user. This issue will be discussed further in the next chap-

ter. 

In this chapter we will present the tools that we used to obtain the functions that relate generator 

decisions to scores in the factors. These tools are: 

■ a tracing mechanism that allow us to keep track of which decisions were made by the generator 

when producing a specific text so that we can relate them to the scores in the stylistic dimen

sions; 

■ the statistical correlational analysis that we used for relating tracing counts and stylistic scores. 

We will conclude by presenting the resulting functions obtained using the correlation analysis. 

2 Tracing generator decisions 

In order to be able to correlate generator decisions to scores in the factors, we need to have a 

mechanism that records all the relevant decisions, i.e., those made at the choice points presented 

80 lt took about two and a half days in a 1200 MHz Pentium M machine. 
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in the previous chapter. This recording should preserve, as far as possible, the context where the 

decision was made. We are using tracing trees as this mechanism of recording decisions. 

In the next section we will present the model for a tracing tree that we are using and we will show 

what kind of information is recorded in each node, and then we will present a few possibilities for 

counting decisions depending on what model of context we want to use. 

2. 1 Tracing trees 

A tracing tree is a record of which decisions were taken when a program was run and, as such, it 

preserves contextual information. The amount of context preserved is related to how the tracing 

tree is represented. There are at least two models that can be envisaged: 

1. One model is to have only one tracing tree for all texts produced: in this model, the nodes 

are the choice points, the edges coming down from a node represent the possible decisions at 

that specific choice point, and the path from the root to a leaf represents a linear sequence of 

all the decisions taken in the generation of one specific text (model A in figure 46); 

2. Another model is to have one tracing tree for each text that is produced: in this model, each 

node (with the exception of the root) represents a specific decision, the level in the tree is re

lated (as soon will be seen) to where the decision was taken, and a traversal depth-first, left-to

right linearises the decisions in a temporal/activation order (model Bin figure 46). 

The contextual information represented in the first model is temporal sequence of generator deci

sions whereas, in the second model, we have structural information that mirrors the skeleton of 

the execution structure of the generator (and, of course, temporal information can be retrieved by 

traversing the tree depth-first, left to right). 
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N 

X X 
2 2 

model A 

text 1 text 2 

model B 

Figure 46: Two models of tracing tree 
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text n 

Each model has its advantages and disadvantages. In the first model (i.e., model A in the figure) 

one advantage would be that, at a certain node, we would know what the alternative choices of 

generator decisions could be. The disadvantage is that if the number of texts generated is very 

large, the tree would eventually become too big and cause problems to manage memory when we 

try to obtain counts of generator decisions (an issue that will be seen later on). In the second 

model (model B) we loose the information about what the alternative choices at each decision 

point are, but we have structural information (parenting information), temporal information is 

retrievable (as mentioned above), and we will not have memory problems. For these reasons, in 

our implementation we assumed the second model presented above, i.e., the one where there is 

one tree for each text generated. 

In this model, the levels of the tree are related to the three modules where there are choice points 

(figure 4 7): nodes at level 1 are decisions taken by the split network module; nodes at level 2 are 

referring expression decisions; and nodes at level 3 and below are decisions taken by the realiser. 

The realiser can occupy more than one level in the tree as there are, as we have seen, three specific 

places in the realisation process where a choice can be made81
• The node at level three is always 

the choice point where the initial skeleton structure is selected. The left branch (from level 3 to 

8 1 The reader could refer back to section 2.3.1 of chapter 4 (page 62). 
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level 4) represents the realisation of posted goals and the right branch represents the phase in the 

realisation that covers the remaining semantics.82 

levelO 

level 1 > split network 

level 2 

level 3 I 
level 4 

> referring expression 

} ceaUse, 

Figure 47: Relating node level and modules in the architecture 

The top node at level O is the one representing the initial module and a branch coming down 

from the top node represents the generation of text for one network (i.e., one paragraph). Al-

though the nodes in this model do not properly represent a module (as we mentioned early, they 

represent a decision), the edges represent nested execution relations. In a sense, this type of tree is 

a simplification of a predicate call model in a run of the program: it is a simplification because 

not all predicates are represented in the tree (since we are only representing decisions taken at 

specific choice points). 

At each choice point, a different format of information is recorded: 

■ A split network decision records the network number, the number of the combination of sub

networks (we called it, the version number) and the number of the subnetwork inside a 

combination (i.e., the subnet number). 

■ A referring expression decision comprises the type of previous sentence83 and the type of refer

ring expression chosen. Eventually only the type of referring expression was used. 

82 There is also the possibility of going down more levels here when a piece of semantics posts a goal that is 

realised straight away. 

83 This was one piece of information that was used by the referring expression module to decide which 

expression should be used (see chapter 4, section 2.2.3). 
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• A realiser decision records the identifier of the mapping rule so that any information compris

ing it could be retrieved. Eventually we used only the family and the lexical rules applied. 

An example of part of a tracing tree is shown in figure 48 representing the processing of two net

works. Each node in the tree has the format tx( node_type , extra_info , daughters ) where the main 

node types are the ones that were relating levels in figure 4 7 to modules in the architecture (i.e ., 

'top', for the top node (level O in the figure); 'c_n', for the choice of how the network was split 

(level l); 're', for the referring expression (level 2); and 'gen', for the decisions inside the realiser, 

i.e., choice of mapping rules (level 3 on)). 

As mentioned above, the extra information is related to each specific node type. For instance, for 

'gen' types (i.e., decisions taken at the realiser level), three pieces of information are recorded: the 

first is the part of the realiser algorithm that was being executed (there are three parts as presented 

in section 2.3.1 of chapter 4: (1) the building of the main skeleton of a sentence ('gen2'); (2) the 

generation of posted goals ('pg'); and (3) the covering of the remaining semantics ('c_r')); the sec

ond is the identifier of the mapping rule that was used; and the third is the lexical rule that was 

applied to the mapping rule. 
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tx(top,nil, 
[ tx Is _p, 1: 1 : 1, 

[ tx(orr,nil, 

l) 

[ tx(c_n,1:1:1,[]), 
tx(re,fi:dd, []), 
tx(re,fi:dd, []), 
tx(re,fi:dd, []), 
tx(re, fi:dd, []), 
tx(re,fi:dd, []), 
tx(rlzr,nil, 

[ tx (gen, gen2: 111 : [passby] , []), 
tx(gen,pg : 42 : [], []), 
tx(gen,pg:48 : [], []), 
tx(gen,c r:14: [modvpr], []), 
tx (gen, c = r: 15 : [] , [ tx (gen, pg: 3 0 : [] , [ l ) l ) , 
tx(gen,c_r:15: [l, [tx(gen,pg : 48: [], []) l), 
tx(gen,c_r:55: [], []), 
tx(gen,c_r:55: [l, []), 
tx(gen,c_r : 122: [], []) l )] ) , 

tx(orr,nil, 
[ tx ( c _ n, 1: 1 : 2 , [] ) , 

tx(re,ot:dd, []), 
tx(re,ot : dd, []), 
tx (re, decl : pron, []), 
tx(rlzr,nil, 

[ tx(gen,gen2 : 123 : [], []), 
tx(gen,pg: 52: [], []), 
tx(gen,pg:18: [nodet], []) l) l) l), 

tx(s_p,2 : 1 : 1, 
[ tx (arr, nil, 

[ tx(c_n,2 : 1:1,[]), 
tx ( re , f i : dd, [ l ) , 
tx ( re , f i : dd, [] ) , 
tx ( re , f i : dd, [] ) , 
tx (re, f i : dd, [] ) , 
tx (re, f i : dd, [ l ) , 
tx ( re , f i : dd, [] ) , 
tx(re, fi : dd, []), 
tx{rlzr,nil, 
[ tx(gen,gen2:61: [], []), 

tx (gen, pg: 98 : [passby] , [] ) , 
tx(gen,pg:45: [], []), 
tx(gen,pg : 48 : [], []), 
tx(gen,pg : 111: [passby], []), 
tx(gen,pg : 33: [], []), 
tx (gen,pg : 26: [], []), 
tx(gen,pg : 30: [], []), 
tx(gen,pg : 48 : [], []), 
tx(gen,c_r:15 : [], [tx(gen,pg 48: [], []) l), 
tx(gen,c_r:55: [], []), 
tx(gen,c_r:55: [], [] ) , 
tx (gen,c_r:55: [], [] ) , 
tx(gen,c_r:55: [l, []), 
tx(gen,c_r:55: [], []), 
tx (gen, c_r: 59: [], [] ) , 
tx (gen, c_r: 122: [], []), 
tx(gen,c_r:122: [], [])] )] ) ] ) 

Figure 48: Example of a tracing tree 

2.2 Counting models 

99 

A tracing tree encodes particular kinds of contextual information and given a tree model it is still 

possible to choose how much context will eventually be used. In this section we present possible 

models of counting generator decisions using the second model of tracing tree presented in the 

previous section. 
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In one model we could assume that the node in a tree (i.e., the type of the decision) is what we 

would use to obtain correlations with the scores - we will call this the node model. At the opposite 

end of the scale we could assume that the whole tree is what we want to try and correlate with the 

scores in the factors - this would be the whole-tree model. And there are several possible models in 

between. 

The node model can be seen in figure 49. On the left there is an example of a tracing tree, with 

each node in the tree having a label abbreviating the information that was recorded. In the mid-

dle of the figure, we have a representation of how this model would see this tree: in this case, no 

structural information would be kept as the counting unit is the node. On the right we see the 

resulting counts represented as a table. It is straightforward to obtain them: for each node we sum 

the number of times they happened in the tree. 

a ae 
counting count 
unit 

b be de a 1 

b 1 

C 
q Ce Ce 

q C 2 

d 1 

e 2 

i\' e ee te ee 

g eg ge 

f 1 

g 2 

Figure 49: Counting decisions in a tracing tree (node model) 

Another possible model, this time including a bit more of context, is one involving parenting in-

formation and we will call it the parent model (figure 50). As in the previous picture, the tracing 

tree is exemplified on the left. In the middle, there is the representation of how the model con-

siders the tracing tree, i.e., each node, with the exception of the root of the tree, having a link to 

its parent. In this model, the counting unit is the <node- parent> pair, and at the right of the pie-

ture we can find the counting results for the tree in this example. For instance, with this model it 

would be possible to relate the choice of a certain type of referring expression with the number of 

subnetworks a network was split into. 
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a counting count 

unit 

ba 1 

cb 1 

cd 1 

da 1 

ec 2 

fc 1 

e ge 2 

Figure 50: Counting decisions in a tracing tree (parent model) 

Possibly several other models could be used; for instance, we could be interested in which deci

sion was previously taken, and this would involve finding the rightmost left sibling of a node (or 

its parent, when the node is the leftmost sibling), or we could link decisions in one level to a level 

above the parent. 

As the complexity of the models increases with more context being taken into account, the mod-

els become more discriminating. However, because of data sparseness, these more complex 

models would demand more data to correlate with, and a balance would have to be achieved. In 

the discussion that follows we will report the results obtained for the simplest model (i.e., the 

node model, seen in figure 49 above). We did start some experiments with the parent model but 

we run into data sparseness problems related to the one that forced us to replicate our original 

input network (which will be seen shortly in section 3.2). 

3 Relating generator decisions to factor scores 

The kind of relation we were trying to obtain is an equation that predicts, for each factor, its score 

given a configuration of generator decisions in such a way that we would not need to wait until 

the text is output and scored using the factor solution equation, but we could guide the genera-

tion process at each choice point using this equation. 
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Assuming a linear model, i.e. one where the variables do not have exponential terms84
, this pre-

diction relation could be modelled into a multivariate linear regression problem using an equation 

like 

where FS , is the ith factor score variable, GDk are the variables for the counts of the kth generator 

decision type (k from 1 to n), xi are the parameters on the/" generator decision 0 from 1 to n), x0 

is called the intercept, and s is the error. 

The careful reader will notice that, in fact, the most general specification of the problem would be 

to have, instead of one equation for each factor dimension as shown in the equation above, just 

one equation with the left hand side containing all the factor score (FS) variables (the general 

form of the right hand side would be the same) and this general model could be analysed using a 

statistical technique called canonical correlation analysis (Bruce Thompson, 1984; Levine, 1977). 

The reason we used the linear regression model is that the factor solution we obtained in chap-

ter 3 portrayed the factors as independent from one another; so one hypothesis to test is whether 

the control mechanism of one factor is really independent from the other factor. This issue will 

be seen in chapter 6. 

3. 1 Multivariate linear regression analysis - an introduction 

In its simplest form, linear regression is a technique that is used to find an estimator function for 

a linear relationship (i.e., one that can be approximated by a straight line) from the data available 

for two variables (say Y and X) (Weisberg, 1985). Usually this is done because there is an element 

of cost associated with getting the values for new Ys (these being expensive ones) whereas the val-

84 An example of an exponential term is xv, with y different from O and 1 (for instance, the quadratic term 

x2 is non-linear). 
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ues for Xs are supposed to be cheap. In this way, what a simple linear regression equation can 

provide is a way of estimating what the value of Y would be given a certain value of X. In this sim-

pie scenario, the linear function that we will obtain can be expressed by an equation like 

(eq. 2) 

where the variable whose values we want to estimate (Y) is called the dependent variable or criterion 

and the variable that will be use in the estimation (X) is called the independent variable or predictor. 

Equation 2 is the definition of a straight line where a0 shows the place where the line intercepts 

the Y axis (also called the intercept), a1 is a measure that gives the inclination of the line in relation 

to the X axis, and & is the error component. 

Visually this situation can be depicted by figure 51. On the left there is a graph with points mark

ing values for <X,Y> pairs of the available data. In the right hand side graph, a regression line was 

obtained from the available data and, using it, new values of X can be used to get estimates for the 

Yvariable. 
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Figure 51: Example of fitting a regression line into the data 
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A multivariate linear regression analysis is a technique where more than one predictor variable (X) is 

used for the estimation of the dependent variable (Y), as shown in equation 1 (page 102). In our 

problem, as expressed by the above mentioned equation, we are using generator decisions (Xs) to 

obtain an estimation of a score in a factor scale (Y) with the intention of not having to wait until 
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the text is totally produced and then scored in each factor to see if it obtained the target scores 

specified by the user. 

The procedure of running a regression analysis is as follows (Hair et al., 1998, pp. 97ff): 

1. obtain the data set, assuring that an appropriate sample size is used85
, and choose the initial 

set of independent variables; 

2. check whether the assumptions of linearity and normality are met: this is done before the 

model is estimated, checking for univariate normal distribution of the variables, and after the 

estimation, when multivariate normal distribution can be assessed by inspecting residual 

plots (which will be shown later); 

3. estimate the regression model and assess the overall fit: this is the part where the variables 

that will form the regression equation are finalised (i.e., some variables may be dropped by 

the procedure for statistical reasons), while the equation is computed and checked to see if it 

achieved a satisfactory level of statistical significance; 

4. interpret the regression equation: this is the part when the variables used in the prediction 

are analysed to see if they make sense - this point is not very important when the objective is 

to predict values for the dependent variable from the independent ones, which is our case 

here. (Another use of regression analysis is for explaining the relationship between the de

pendent variables as a set and the dependent one, and the relationship of individual 

variables to the dependent variable. For this use, an interpretation phase makes more sense.); 

5. validate the results: where additional samples could be used to double check the results. 

85 "Small samples, usually characterized as having fewer than 20 observations, are appropriate only for 

analysis by simple regression with a single independent variable. (. .. ) Likewise, very large samples of 

1,000 observations or more make the statistical significance tests overly sensitive, indicating that almost 

any relationship is statistically significant. With very large samples the analyst must ensure that the crite

ria of practical significance are met along with statistical significance." (Hair et at 1995, p. 103) In our 

case, we did not have problems to obtain a sample of any size and we ended up using large sample sizes. 

Since we did not have problems of low correlations being marked as significant (by the statistical pack

age), the possibility of oversensitivity of the test did not play a part in our choosing the size of our 

samples. 
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In the next section we will report how the above steps were implemented to obtain the relation

ship between the factor score variables and the generator decisions (tracing counts). 

3.2 Experiment 

In the chapter about the architecture of the generator we mention that for the two networks used 

as input, our generator could produce 1200 different texts. When we first tried to run the regres

sion analysis, we noticed that some of the variables did not have a normal distribution (notably, 

the number of times a network is split, and the number of times the referring expression module 

pronominalised an entity) and also that no linear relationship was obtained between them and 

the dependent variable. We believe this happened because, for the two networks we had as input, 

there was just one chance of splitting the network and one chance for a pronominalisation to oc

cur, so for each of these choice points the count for each type of decision would be either zero or 

one. What we needed to do then was to get more input networks so that we would have counts 

varying from zero, one, two, three, etc., in accordance with the number of networks used in the 

input. 

Since at this stage of the implementation we did not have a way of constructing different input 

networks with resources that would allow us to generate text from them, the solution was to make 

the schema constructor produce more input using the same schemas, but changing the identifiers 

of the entities introduced at each network. This way, no decision taken during the generation of 

one network would affect the process of another network - from the generator point of view, it 

was as if the input was a different network. From the user point of view, it meant that after the 

generation of text for the first two networks, the following texts would have similar content to the 

previous sentences, although the form would vary. This seems a reasonable solution since in this 

research the focus of stylistic variation falls mainly on the shallow form of what is output, in the 

sense that the linguistic features that affect the factor scores do not take into consideration the 

semantic characteristics of the text. 
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We eventually decided to have the original networks replicated once (changing the identifiers as 

mentioned above) and making the generator produce texts and tracing trees for all possible alter-

native variations so that we could obtain scores for the texts and counts for the generator 

decisions.86 We produced 1,440,000 different texts from the same input and from them we got a 

few random samples from this original data. 87 In addition to that, we also produced a few samples 

of texts with the generator making decisions in a random mode using both 4 networks as input 

(i.e., the original networks were replicated once) and 6 networks (input replicated twice). The re-

suits obtained were compatible, so in the next section we will mainly report on the experiments 

that were run using random samples from the corpus of 1,440,000 texts. 

3.2. 1 Data collection and choice the GD variables 

As mentioned above, our replication of the input made us generate an immense number of texts 

(1,440,000 versions). To run the regression analysis, three random samples were obtained: two 

of 1,400 observations and one of 5,000 observations. From these samples we started the analysis 

of which independent variables would be used to obtain each regression equation, as not all gen-

erator decision (GD) variables needed to be used (this is part of the first phase of the regression 

procedure). 

86 The consequence of rep licating the input is that the possibility of having other linguistic constructions 

(that cou ld be associated with other types of input) appearing in the generated texts is lost. In a sense, it 

limits the amount of variation in the texts to a certain extent. Nonetheless this amounts to the same 

problem of not having a better lexical/grammar coverage as one wou ld like. 

87 We did an earlier experiment replicating the initial networks twice (i.e., we had 6 networks as input) 

but, due to practical computational constraints, we only managed to produce 600,000 different texts -

the practical constraint is related to the size of the file that was created (2 gigabytes, of texts and tracing 

trees). After this limit was reached, no more text was recorded in the file but the screen continued show

ing that alternatives were being produced. Apparently, this is a Unix/Linux-related restriction as, later 

on, we did not have this problem when running our program on Windows. The main results of this ex

periment are reported in (Paiva and Evans, 2004), which are now superseded by the experiments 

reported in this thesis. 
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The exclusion of variables can either be done before starting the regression analysis by looking at 

a correlation matrix with all the variables, or during the regression analysis by asking the statistical 

package to produce results for collinearity. In our case the choice of variables was done by inspect-

ing the correlations between the generator decisions and the factor scores and selecting those that 

have high correlation with one of the factor scores (see table 9). In the table, only the correlations 

with values higher than I 0.251 were used in the analysis. The first column in the table has the 

abbreviated name of the decision points; the second column gives a longer name. 

Some of the generator decis ions had strong correlations with others (not shown in the table), 

meaning that only one needed to be represented and the criterion would be to keep the decision 

that was taken at an earlier stage in the generation rather than the later ones. For instance, at-

tributive adjectives (ADJA TT) had a total negative correlation (i.e., - 1) with the variable that kept 

track of the number of times the network was split (SPLITNET),88 whereas nouns with no deter-

miners (N_NODET) had a total positive correlation with SPLITNET. As the splitting of the 

network happens first in the generation process, the other variables were superfluous. Also, the 

number of NPP constructions (i.e., a noun phrase with a prepositional phrase) had strong correla-

tion with the number of DET (determiners) and the later variable was excluded. 

One aspect that could be consider at this stage is whether the loadings (weights) of the variables in 

the factor solution (see table 6 on page 4 7) have any correspondence to the correlation of genera-

tor decisions with factor scores - in the sense of the generator decisions that correlate positively 

(or negatively) with one of the factors will have its correspondent linguistic feature correlating 

88 This is a consequence of the limitations of the implementation of the generator at this stage of its de

velopment. So, for instance, when a network as the one represented in figure 42 (page 88) is split, the 

only way of realising the proposition [9:state] that links the dose [7:dose] to its value [8:value(2gram)] is 

by using a predicative adjective, avoiding the attributive construction, which is used when the network is 

not split. It is expected that, in a more developed system, issues like this (i.e., total correlation between 

generator decisions) will not happen. 
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positively (or negatively) with the same factor in the FA matrix result. In a perfect world, one 

would be inclined to assume that this correspondence should be confirmed . 

Decisions Factor 1 Factor 2 
Abbreviated Longer name 
Name 
ADJATT attributive ad-

iective 0.068 -0.295 
DET determiner -0.586 -0.465 
POSS Genitive con-

struction 0.448 -0.465 
NOUN noun with de-

terminer 0.063 -0.647 
N NODET noun without a 

determiner -0 .068 0.295 
NPP noun followed 

by pp -0.618 -0.044 
PNPCM prepositional 

phrase (case 
markinq) -0.618 -0.044 

PRON pronoun -0.013(**) 0.746 
VNP transitive verb 0.294 -0.763 
IMP VNP imperative of a 

transitive verb 0.287 0.030(*) 
BYPAS_VN by passive of a 

transitive verb -0.473 0.351 
PAS VNP Passive of a 

transitive verb 0.295 0.436 
VNPPP ditransitive 

verb -0.013(**) -0 .109 
IMP VNPP imperative of a 

ditransitive 
verb 0.007(**) 0.007(**) 

PAS_VNPP Passive of a 
ditransitive 
verb -0.416 0.061 

VNPR transitive rais-
inq verb -0.003(**) 0.129 

VAUX auxiliary verb -0.370 0.553 
RE OD Definite de-

scription@ 
referring ex-
loression -0.078 0.025 

RE PRON pronoun@ 
referring ex-
Ipression -0.013 0.746 

SPLITNET split network -0.068 0.295 
Factor 1 1.000 -0 .198 

Factor 2 -0.198 1.000 

Table 9: Correlation between factor scores and generator decisions89 

89 All values in the table are statist ically significant at the 0 .01 level (2-ta iled) with the exception of those 

marked with (*), which are significan t at the 0 .05 level (2-ta iled), and those marked (**) which are not 

significant. 
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Indeed, some of the generator decisions follow this correspondence closely. For instance, 'preposi

tions' have a negative loading on the l " factor of the factor solution and its corresponding 

generator decision (i.e., PNPCM in the table above) also has a negative correlation with text scores 

on factor 1. The same happens with 'imperative' constructions, but this time with positive loading 

and correlation. On factor 2, for instance, 'it pronouns' have a positive loading, and its corre

sponding generator decision (i.e., RE_PRON in the table above) also has a positive correlation 

with text scores on factor 2. But this does not need to be always the case. For instance, 'agentless 

passives' have only a significant (negative) loading on factor 1 of the factor solution, but, in terms 

of correlation of generator decisions with the factors, the picture is a bit more complicated since 

there are two types of generator decisions that are available (PAS_ VNP and PAS_ VNPP). The 

former has positive correlation with both factors 1 and 2 (with a higher value for the correlation 

with factor 2), whereas the later has a negative correlation with factor 1. As already expressed on 

footnote 88 (page 107), part of this problem is related to the limitations of the generation system 

implemented in this thesis. 

3.2.2 Regression models obtained 

In this section we will show the results we got from the regression of generator decisions with re

spect to both factor one scores (Fl) and factor two scores (F2). 

3.2.2. I Regression analysis for FI as the dependent variable 

For this model the variables that we used were NPP, PAS_ VNPP, BYPAS_ VN, and IMP_ VNP 

(see table 9 for the variables' longer names), which are decisions that happen only in the realiser 

module. The model was estimated using all of the above variables and the coefficient of determi

nation (R2
), which measures the proportion of the variance of the dependent variable about its 
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mean that is explained by the independent variables90
, had a reasonably high value (.895) - see 

table 10. This coefficient has values between 0 and 1 and, and the higher the va lue, the better. 

The analys is of variance (table 11) tests the hypothesis of the amount of variation explained by the 

regression model being more than the var iation explained by the average. The F test is used here 

(10631.929, significant at the 0.01 level) - in this case, the higher the value, the better.9 1 

Adjusted R Std . Error of 
Model R R Square Square the Estimate 

F1 .946 .895 .895 .79227 

Table 10: Model summary of regression on factor 1 

Sum of 
Model Squares Of Mean Square F SiQ. 

F1 Regression 26694.227 4 6673.557 10631.929 .000(a) 

Residual 3135.312 4995 .628 

Total 29829.539 4999 

Table 11 : Analysis of variance for the regression on factor 1 

Unstandardised Coeffi- Standardised 

Model Variables 
cients Coefficients t SiQ. 

B Std . Error Beta 

F1 Constant 6.459 .033 197.216 .000 

NPP -1.460 .010 -.655 -142.638 .000 

BYPAS VN -1 .273 .011 -.535 -116.131 .000 

PAS VNPP -1 .826 .020 -.426 -91 .065 .000 

IMP VNP 1.200 .027 -.208 44.562 .000 

Table 12: Coefficients of regression on factor 1 

90 ln other words, it is the proportion of variability of the dependent variable explained by regression un 

the independent variable(s) (Weisberg, 1985, p. 19). 

91 The values reported here come from an analys is from a sample containing 5,000 cases. 
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The coefficients for the regression on Fl (table 12) come in two types. The unstandardised coeffi-

cients are the ones that we will use directly in the generator as they are used to obtain the 

prediction of Fl using raw counts for the variables, which are the ones available during genera-

tion. The standardised coefficients are important if we wanted to understand the proper weight 

that each variable plays in the estimation of the dependent variable (for instance, NPP has a big

ger role than PAS_ VNPP, although looking at their unstandardised coefficients one would 

conclude the opposite). The formula for the regression on Fl, using unstandardised coefficients, 

is shown in equation 3 below. 

(eq. 3) Fl = 6.459 - (1.460*NPP) - (1.273*BYPAS_ VN) - (1.826*PAS_ VNPP) 

+ (1.200*IMP _ VNP) 

As mentioned before, part of the assumption of the linearity of the relation between the depend-

ent and the independent variables is tested before obtaining the regression coefficients (i.e., 

before performing the main analysis), and another part is tested after the analysis is already per-

formed by analysing what is called the residuals. A residual is the error between the estimated value 

and the actual value, and one of the assumptions of the model is that it follows a normal distribu-

tion. When this assumption is violated, the plot of residuals versus estimated values presents some 

detectable features as Weisberg points out: 

Plots of residuals versus other quantities are used to find failures of assumptions. The most common plot, espe

cially useful in simple regression, is the plot of the e'; [residuals] versus the fitted [estimated] values y';. Systematic 

features in this plot are of interest. Curvature might indicate that the fitted model is inappropriate and suggest a 

transformation of the data. Residuals that seem to increase or decrease in average magnitude with y', might indi

cate nonconstant residual variance. A few relatively large residuals may be indicative of outliers - cases for 

which the model is somehow inappropriate. On the other hand, if the plot of e', versus y', shows no systematic 

features, then we would have little reason to suspect that the fitted model was inappropriate for the data. (Weis

berg, 1985, p. 24) 

The residual plot for the regression on Fl (figure 52) showed, apart from the outliers (marked by 

their numerals), a couple of worrying characteristics: (1) the pattern that resembles lines of dots 

with space between those 'lines', and (2) the change of inclination emerging in this pattern in the 
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right-hand side of the graphs. The spaces are related to the values of the dependent variable that 

were present in the sample. They, specially when looking at figure 53 (which is another perspec-

tive on the same data), show that in this specific sample, there are some va lues for factor 1 (Fl) 

that never occur. This varied from sample to sample, but nonetheless, this issue and the pattern 

emerging in the right-hand side of the graphs will need further investigation. The overall shape of 

the graph can be considered normal though, i.e., the values are equally distributed above and be-

low the horizontal zero mark and there is a reasonably oval shape to it (when the outliers are 

excluded). 
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Figure 52: Dispersion of residuals for factor 1 
(standardised residual vs. standardised predicted value) 
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Figure 53: Dispersion of residuals for factor 1 
(standardised residual vs. dependent variable) 
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3.2.2.2 Regression analysis for F2 as the dependent variable 

For this model the variables that we used were SPLITNET, RE_PRON, VNP, NOUN, VAUX, 

and PAS_ VNP - the first type of decision happens in the split network module; the second, in 

the referring expression module; and the rest in the realiser. The model was obtained using all of 

the above variables and the main results are reported in table 13 (an R2 of .959) and table 14 (an F 

test of 5360.634 ). 92 

Adjusted R Std . Error of 
Model R R Square Square the Estimate 

F2 .979 .959 .959 .73724 

Table 13: Model summary of regression on factor 2 

Sum of 
Model Squares df Mean Square F Sig . 

F2 Regression 17481.654 6 2913.609 5360 .634 .000(a) 

Residual 1043.432 1382 .544 

Total 12116.139 1388 

Table 14: Analysis of variance for the regression on factor 2 

Unstandardised Coeffi- Standardised 

Model Variables 
cients Coefficients t Siq. 

B Std . Error Beta 

F2 Constant -27.208 .224 -121 .301 .000 

VNP -1.530 .027 -.429 -57.446 .000 

RE PRON 2.002 .054 .384 36.909 .000 

NOUN -.547 .014 -.334 -39.956 .000 

VAUX .356 .017 .147 21.076 .000 

SPLITNET .860 .056 .150 15.238 .000 

PAS VNP .213 .024 .061 8.699 

Table 15: Coefficients of regression on factor 2 

The unstandardised coefficients for the regression equation on F2 can be found in table 15, 

which also shows the standardised coefficients. The fo rmula for the regress ion on F2 is shown in 

equation 4. The graph of the res iduals (figure 54) shows a normal distribution. 

92 The values reported here come from an analysis from a sample containing 1,400 cases. 
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(eq. 4) F2 = - 27.208 - (1.530*VNP) + (2.002*RE_PRON) - (.547*NOUN) + (.356*VAUX) 
+ (.860*SPLITNET) + (.213*PAS_ VNP) 
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Figure 54: Dispersion of residuals for factor 2 
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In the next chapter we will introduce a search heuristic in every choice point of the generator us-

ing the regression equations obtained (eq. 3 and 4) as a type of evaluation function for the search 

in the stylistic space delineated by factors 1 and 2. 

4 Conclusions 

In this chapter we have presented the way that we related the text scores in the factors obtained in 

chapter 3 to decisions that happen in the three cho ice points of the generator that we saw in 

chapter 4. We first introduced a way of recording all the relevant decisions a generator takes when 

producing a text. Several models of how to count the decisions that take different context models 

into account were shown and we used the simplest model. 

We presented an experiment in which we obtained samples from a corpus of generated texts and 

used a statistical technique for relating the scores in the factor to the counts of generator deci-

sions. The result was a pair of functions that can predict/ estimate what the scores of a text in a 

factor will be if we have a certain configuration of generator decisions. The amount of variability 

of the dependent variables covered by the prediction functions was reasonably high for both func-

tions. 



Chapter 5: Relating generator decision to factor scores 115 

The regression equation on Fl involved only generator decisions that happen inside the realiser 

module whereas the regression equation on F2 involved generator decisions that happen in all 

three choice points in the architecture (sentence planner, referring expression, and realiser). 



Chapter 6 

Controlling the generator 

1 Introduction 

In the previous chapter we obtained two regression equations to allow us to predict the value of 

scores in the factors of a text using generator decisions as variables instead of using linguistic fea

tures. As mentioned before, the problem of using the original factor scoring equation is that we 

would have to wait until the whole text is generated to have the counts of the linguistic features 

and then be ab le to compute its scores in the factors. This is not a good approach because we 

cannot guide the generation process to obtain a certain score and therefore we would have to re

sort to a 'generate and test' approach, which can be quite inefficient and it is not guaranteed that 

even an approximated solution will be found in a reasonable amount of time. 

In this chapter we will present a simple but effective way of using these regression equations for 

controlling the generator at each of the choice points presented in the architecture chapter 4. 

2 Implementing a control regime 

The general idea of the process is that the user specifies a target score - a point in the two

dimensional stylistic space - for the text and the generator will try to reach this point by using the 

regression equations as a guide. This happens in the following way. At each choice point, all pos

sible decisions are collected in a list which will then be ordered with the decisions that make the 

solution closer to the target point in front. This ordering is done by using the regression equa

tions to calculate the point in the stylistic space that each solution would occupy if it was to be 

taken, and then the distance between each of these hypothetical points and the target is calculated 

116 
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and associated with each decision. Eventually we can order the decisions using this distance of 

each one to the target and choose the closest to the target at each choice point. 

This idea is implemented in the following way. For each regression equation there is a vector of 

counts for the decisions involved in the equation. For instance, in the regression equation for 

factor 2 (F2), which is repeated here as equation 5 below, the decisions affecting it are: NOUN, 

VNP, VAUX, PAS_VNP, RE_PRON, and SPLITNET, i.e., they represent the decision to gener-

ate either a noun phrase tree, a transitive verb tree, a transitive verb tree in the passive or an 

auxiliary verb tree; or represent the marking of an element in the network to be pronominalised 

at the referring expression module; or represent the number of times a network is split. So, for 

this equation, the vector contains six numbers, one for each decision type. When the program 

starts, the vectors are initialised with zeros and every time one of these decisions is taken, this vec-

tor is updated (i.e., the value of the count of the specific decision is incremented). 

(eq. 5) F2 = - 27.208 - (1.530*VNP) + (2.002*RE_PRON) - (.547*NOUN) + (.356*VAUX) 
+ (.860*SPLITNET) + (.213*PAS_ VNP) 

The search strategy that we are using here is best-first search (Patterson, 1990, p. 180), i.e., the best 

local solution according to an evaluation function (which in this case is the distance from the tar-

get obtained by using the regression equation) is tried first but all the other local solutions are 

kept in order so backtracking is possible. 

The best-first search strategy, depending on the decision possibilities available, may not always be 

the best way to try to achieve a target point, as there is the possibility of introducing unwanted 

effects due to the closest point to the target always being selected. For instance, in the top part of 

figure 55, assuming that the generator is at point 1 in the factor scale (represented by the grey 

line) and that it is trying to achieve the 'target point' (marked by the arrow), then for the only two 

possible choices of this example, i.e., points 2 and 2', point 2 will favoured, as it is the closest to 

the target point. This could be an undesirable effect for stylistic choice because in the worst case 

scenario a zigzag pattern could emerge (see bottom part of the figure 55), and such a zigzag would 
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represent the choice of stylistic characteristics that, intuitively, would be clashing. A better situa-

tion, it could be argued in this case, would be to favour the choice of point 2' and subsequent 

points that approach the target from the same side. Nonetheless, this thesis will deal only with the 

best-first strategy assuming the closest distance as the parameter for choice . 
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Figure 55: Possible problem with best-first search 

W e introduced the simple best-first search strategy into our existing, non-controllable generator, 

in three stages. First we introduced the changes into a version of the program that controlled only 

the first factor (Fl); and we followed by doing the same for only the second factor (F2). Then we 

integrated the two implementations into another version - the introduction of the control sepa-

rarely is an important way of checking that everything is working properly on each dimension. 

When controlling just one factor, the calculation of the distance between the targe t and the result 

from the regress ion equation is the absolute value of their difference, as shown by equation 6. 

When controlling two factors, the distance is calculated using Euclidean distance, which is a 

measure of the length of a straight line drawn between two objects. In figure 56, those two objects 

are depicted as the target and the result (regression value), and the formula is given by equation 7. 

(eq. 6) distance= I target - result I 

(eq. 7) distance= square root [ (Fltarget - Flresult)2 + (F2target - F2resulti ] 
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Figure 56 : Euclidean distance from two points (target and result} 
in a two-dimensional space 

119 

The whole process of controlling the generator using the regression equations can be seen as an 

indirect way of achieving a target (see figure 57). The user specifies a target score that a text should 

have in a factor (Target Factor Score in the figure). As we mentioned before, the only way to go 

straight (arrow D) to the resulting scores in the factors (Actual Factor Scores) would be by using a 

'generate and test' approach, but this could be quite inefficient as we would not be able to guide 

the generator. 

Instead we have to cross to the regression level (arrow A), with the system assuming that the target 

for the factor will also be the target for the regression equation (Target Regression Score). At this 

level, the generator decisions are guided by the regression equation and, after the generation (ar-

row B), the system presents the score that was possible to obtain (Actual Regression Score). We 

can obtain scores for the final text using the factor score equation (arrow C) to cross back to the 

factor level (Actual Factor Score). 

REGRESSION 
LEVEL 

FACTOR 
LEVEL 

Target 
Regression 

Score 

A 

Target 
Factor 
Score 

B 

D 

Figure 57: Levels of indirection 

Actual 
Regression 
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The diagram can also be seen from the point of view of the introduction of error in the whole 

process: 

■ arrow A is just a copy process, so no errors are introduced here; 

■ arrow B is related to errors introduced by the generator, i.e., it is due to the fact that the gen

erator may not achieve the specified target value for a regression score; 

■ arrow C is related to errors introduced by the regression analysis, i.e., it is due to the regres

sion equation not estimating the factor score precisely - ultimately, we are interested in the 

accumulated error of crossing arrows B and C; 

■ we will not treat errors that can be caused by arrow D here, as it will be a topic for further 

research (see section 2 of chapter 7). 

3 Experiments 

In this section we will present two experiments that will test two different aspects of the problem 

we are trying to solve. The first experiment is related to the granularity of the regression scoring 

space, i.e., we question which increment in the specification of a target value will result in the 

generator producing a text with a different regression score. The second experiment will show the 

precision of the control mechanism when trying to generate texts in specific points of the two

dimensional regression/factor space and, eventually, we will be able to compare the regression 

scores with the factor scores of the generated texts, and will discuss the type of errors mentioned 

above. 

3. 1 First experiment 

In this experiment we were interested in knowing the granularity of the stylistic space by testing 

what sort of increment in the target coordinates would result in a change in the regression scores. 

For this experiment we used the version of the implementation that could control both dimen

sions and, for a given target point, we always accepted the first solution produced (i.e., the first 
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text and regression scores), and we did not have any restrictions on the distance from the target 

that the final (and intermediate) regression scores should be. 

We tested each dimension independently by fixing on a middle value target in the dimension that 

we are not testing and varying the other target value from one end of the range to the other. For 

instance, the range for FI goes from -7 to + 7, and the range for F2 goes from -44 to -28 (these 

numbers come directly from the factor scores found in the sampled texts). 

In table 16 we present the results for the variation of target values of factor 1 (FI). In the table, 

the results are grouped in lines instead of columns, five lines at a time. In the first lines we have 

the values for the target factor 1 (FI) varying by increments of 0.1, starting at -7.0 and ending at 

6.9; in the second lines, the target for factor 2 (F2) are fixed as the middle value in the range 

(-35); the third lines show the resulting regression scores for factor 1 (the adjacent cells that have 

the same values are marked with the same shade of grey); the fourth lines show the resulting re

gression scores on factor 2. The fifth lines show the approximate time in full seconds that took for 

the generation of the specified text. 

The first observation that can be made about this data is that the variation is not totally linear. 

For instance, in the first five line we can see that for target values from - 7 .0 to -6.4 the regression 

values are decreasing, but for target values - 6.3 and - 6.2 there is an increase. This behaviour is 

expected as we are only using the first text output for each target value and our best-first search 

strategy does not guarantee the best results always. 

The second is that there are 26 distinct values for the regression scores on FI. If we sort those 

values, deleting repetitions, and take the difference between each adjacent pair of values, the aver

age distance is 0.554, with a minimum difference of 0.106 and a maximum difference of 1.273. 



Chapter 6: Controlling the generator 122 

A third observation that can be made is that, although the target for factor 2 was made constant, 

the values in the resulting regression scores for F2 varied. The maximum distance from the target 

was 3.175, the minimum was 0.002, and the average was 1.379. 

Finally, the time values are an approximation to the lowest full second value that the program 

took to produce the text. For instance, a value of zero means that it took less than one second to 

produce a text; a value of 11 means that it took less than 12 seconds. The average time for the 

texts in this exercise is less than 4.97 seconds (we added 1 to each value in the table and got the 

average from these numbers). One interesting thing that can be observed is that the times vary in 

gaps of about 10 seconds, possibly related to the time that the program needs to backtrack from a 

complete dead end. 

Target F1 -7.00 -6.90 -6.80 -6.70 -6 .60 -6.50 -6.40 -6.30 -6.20 -6.10 

Reg.Sc. F1 -6.82 -6 .82 -6.82 -6.26 -6.26 -6.26 -6.26 -6.82 -6.82 -5.36 

Time 11 10 10 10 10 11 10 20 21 11 

Target F1 -6.00 -5.90 -5.80 -5.70 -5.60 -5.50 -5.40 -5.30 -5.20 -5.10 

Reg.Sc. F1 -5.36 -5.36 -5.36 -5.36 -5.36 -5.36 -5.36 -5.36 -5.36 -5.36 

Time 11 10 10 11 10 10 11 10 10 10 

Target F1 -5.00 -4.90 -4.80 -4.70 -4.60 -4.50 -4.40 -4.30 -4.20 -4.10 

Reg.Sc. F1 -5.36 -5.36 -5.36 -5.36 -4.08 -4.08 -4.08 -4 .08 -4.08 -4.08 

Time 10 11 11 10 10 10 10 11 1 

Target F1 -4.00 -3.90 -3.80 -3.70 -3.60 -3.50 -3.40 -3.30 -3.20 -3.10 

Reg.Sc. F1 -4.08 -4.99 -4.99 -3.53 -3.53 -3.53 -3.53 -3.53 -3.53 -3.53 

Time 0 0 0 

Target F1 -3.00 -2.90 -2.80 -2 .70 -2.60 -2.50 -2.40 -2.30 -2.20 -2.10 

Reg.Sc. F1 -3.72 -3.72 -3.72 -2.81 -2 .81 -3.72 -2.26 -2.26 -2.26 -2.26 

Time 0 0 0 0 10 11 10 11 10 

Table 16: Varying F1 target and keeping F2 target constant 
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Target F1 -2 .00 -1.90 -1 .80 -1 .70 -1.60 -1 .50 -1.40 -1.30 -1.20 -1 .10 

Reg.Sc. F1 -2.26 -2.26 -2 .26 -2.26 -2.44 -2.44 -0.98 -0.98 -0.98 -0.98 

Time 10 10 10 10 11 10 11 10 10 10 

Target F1 -1 .00 -0.90 -0.80 -0.70 -0.60 -0.50 -0.40 -0.30 -0.20 -0 .10 

Reg .Sc. F1 -0.98 -0.98 -0.98 -0.98 -0.98 -0.80 -0.80 -0.80 -0.98 -0.98 

Time 11 10 11 0 0 

Target F1 0.00 0.10 0.20 0.30 0.40 0.50 0.60 0.70 0.80 0.90 

Reg.Sc. F1 -0.98 -0.98 0.48 0.48 0.48 0.48 0.48 0.48 0.29 1.03 

Time 1 0 0 0 0 

Target F1 1.00 1.10 1.20 1.30 1.40 1.50 1.60 1.70 1.80 1.90 

Reg .Sc. F1 1.03 1.03 1.03 1.03 0.84 0.84 0.84 0.84 0.58 0.58 

Time 0 0 1 1 0 

Target F1 2.00 2.10 2.20 2.30 2.40 2.50 2.60 2.70 2.80 2.90 

Reg .Sc. F1 0.58 0.84 0.84 0.84 2.49 2.49 2.49 2.49 2.49 2.49 

Time 0 0 0 0 

Target F1 3.00 3.10 3.20 3.30 3.40 3.50 3.60 3.70 3.80 3.90 

Reg.Sc. F1 2.12 2.12 2.12 2.12 2.12 3.58 3.58 3.58 3.76 3.76 

Time 0 1 1 1 0 

Target F1 4.00 4.10 4.20 4.30 4.40 4.50 4.60 4.70 4.80 4.90 

Reg.Sc. F1 3.76 3.95 3.95 3.95 3.95 3.95 3.76 3.76 3.76 3.76 

Time 0 1 

Target F1 5.00 5.10 5.20 5.30 5.40 5.50 5.60 5.70 5.80 5.90 

Reg.Sc. F1 3.76 5.04 5.04 5.04 5.04 5.04 5.04 6.24 6.24 6.24 

Time 1 0 1 

Target F1 6.00 6.10 6.20 6.30 6.40 6.50 6.60 6.70 6.80 6.90 

Reg .Sc. F1 6.24 6.24 6.50 6.50 6.50 6.50 6.50 6.50 6.50 6.50 

Time 0 0 0 

Table 16 (cont.): Varying F1 target and keeping F2 target constant 
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In table 1 7 we present in the results for the variation of target values of factor 2 (F2). As for the 

Fl results, the results here are also grouped in lines instead of columns, five lines at a time. In the 

first lines the target for factor 1 (Fl) are fixed as the middle value in the range (zero); in the sec-

ond lines we have the values for the target factor 2 (F2) varying by increments of 0.1, starting at 

-44.0 and ending at -28. l; the third lines show the resulting regression scores for factor l; the 

fourth lines show the resulting regression scores on factor 2 (the adjacent cells that have the same 

values are marked with the same shade of grey). The fifth lines show the approximate time in full 

seconds that took for the generation of the specified text. 

In this part of the experiment, we obtained 22 d ifferent values for the regression score on factor 2 

(F2). Sorting those values, deleting repetitions, and taking the difference between each adjacent 

pair of values (as was done for Fl above), the average distance is 0. 713, with a minimum differ-

ence of 0.032 and a maximum of 1.339. 

Although the target for factor 1 was made constant, the values in the resulting regression scores 

for Fl varied. The maximum distance from the target was 1.244, the minimum was 0.244, and 

the average was 0. 714. 

In terms of computing times, the average time fo r the texts in this exercise is less than 2.81 sec-

onds (here we also added 1 to each value in the table and got the average from these numbers), 

and the variation in times also occurred in gaps of 10 seconds. 

Target F1 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 

Target F2 -44.00 -43.90 -43.80 -43.70 -43.60 -43.50 -43.40 -43.30 -43.20 -43.10 

Reg.Sc. F1 0.66 0.66 0.66 0.66 0.84 0.84 0.84 0.84 0.84 0.84 

Reg.Sc. F2 -44.4 -44.4: -44.4 -44.4 -43.0 -43.0 -43.0 -43.0 -43.0 -43.0 

Time 1 1 1 1 1 1 1 2 

Target F1 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 

Target F2 -43.00 -42.90 -42.80 -42.70 -42 .60 -42 .50 -42.40 -42.30 -42.20 -42.10 

Reg .Sc. F1 0.84 0.84 0.84 0.84 0.84 0.84 0.84 0.84 0.84 -0.62 

Reg .Sc. F2 -43.0 -43.m -43 .0 -43 .0 -43 .0 -43 .0 -43 .0 -43 .0 -43.0 -42.5 

Time 1 1 

Table 17: Varying F2 target and keeping F1 target constant 
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Target F1 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 

Target F2 -42.00 -41 .90 -41 .80 -41.70 -41.60 -41.50 -41.40 -41 .30 -41.20 -41.10 

Reg.Sc. F1 -0.62 -0.62 -0.62 -0.62 -0.62 -0.62 -0.62 -0.62 -0.62 -1 .17 

Reg.Sc. F2 -42 .5 -42.5' -42 .5 -42.5 -42.5 -42.5 -42.5 -42.5 -42 .5 -42 .5 

Time 1 1 1 0 1 0 1 0 1 

Target F1 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 

Target F2 -41 .00 -40.90 -40.80 -40.70 -40 .60 -40 .50 -40.40 -40 .30 -40.20 -40.10 

Reg.Sc. F1 -1 .17 -1.17 -1 .17 0.29 0.29 0.29 0.29 0.29 0.29 0.29 

Reg.Sc. F2 -42.5 -42_5, -42 .5 -40.4 -40.4 -40.4 -40.4 -40.4 -40.4 -40.4 

Time 0 1 0 1 1 1 1 

Target F1 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 

Target F2 -40.00 -39.90 -39.80 -39.70 -39.60 -39.50 -39.40 -39 .30 -39.20 -39.10 

Reg.Sc. F1 0.29 0.29 0.29 0.29 0.29 0.29 0.29 0.29 0.29 0.29 

Reg .Sc. F2 -40.4 -40.4, -40.4 -40.4 -40.4 -40.4 -40.4 -40.4 -40.4 -40.4 

Time 0 1 1 0 0 

Target F1 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 

Target F2 -39.00 -38.90 -38.80 -38.70 -38.60 -38.50 -38.40 -38.30 -38.20 -38.10 

Reg.Sc. F1 -0.43 -0.43 -0.43 -0.43 -0.43 -0.43 -0.43 -0 .62 -0.62 -0.62 

Reg.Sc. F2 -41.2 -41.2( -41 .2 -41 .2 -41 .2 -41 .2 -41 .2 -39.9 -39.9 -39.9 

Time 1 1 1 1 1 1 1 1 0 1 

Target F1 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 

Target F2 -38.00 -37.90 -37.80 -37.70 -37.60 -37.50 -37.40 -37 .30 -37.20 -37.10 

Reg .Sc. F1 -0.43 -0.43 -0.43 -0.43 -0.43 -0.43 -0.43 -0.43 -0.43 -0.43 

Reg.Sc. F2 -38.5 -38.5! -38.5 -38.5 -38.5 -38.5 -38.5 -38.5 -38.5 -38.5 

Time 0 1 0 0 0 0 

Target F1 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 

Target F2 -37.00 -36.90 -36.80 -36.70 -36.60 -36.50 -36.40 -36 .30 -36.20 -36.10 

Reg .Sc. F1 -0.43 -0.43 -0.43 -0.43 -0.43 -0.43 -0.43 -0.43 -0.43 -0.43 

Reg .Sc. F2 -38.5 -38.5! -38.5 -38.5 -38.5 -38.5 -38.5 -38.5 -38.5 -38.5 

Time 1 0 0 0 0 1 0 

Target F1 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 

Target F2 -36.00 -35.90 -35.80 -35.70 -35.60 -35.50 -35.40 -35 .30 -35.20 -35.10 

Reg.Sc. F1 -1.17 -1 .17 -1 .17 -1 .17 0.48 0.48 -0.98 -0 .98 -0.98 -0.98 

Reg .Sc. F2 -37.2 -37.2! -37.2 -37.2 -36.4 -36.4 -35.9 -35.9 -35.9 -35.9 

Time 0 0 1 1 0 0 1 

Target F1 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 

Target F2 -35.00 -34.90 -34.80 -34.70 -34.60 -34.50 -34.40 -34 .30 -34.20 -34.10 

Reg.Sc. F1 -0.98 -0.98 -0.98 -0.98 -0 .98 -0.98 -0.98 -0.98 -0.98 -0.98 

Reg.Sc. F2 -35.9 -35.9 ' -35.9 -35.9 -35.9 -35.9 -35.9 -35.9 -35.9 -35.9 

Time 1 1 1 0 0 0 0 10 10 10 

Target F1 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 

Target F2 -34.00 -33.90 -33.80 -33.70 -33.60 -33.50 -33.40 -33 .30 -33.20 -33.10 

Reg.Sc. F1 -0.98 -0.98 -0.98 -1 .24 -1.24 -1.24 -1 .24 -1.24 -1.24 -1.24 

Reg.Sc. F2 -35.9 -35.9' -35.9 -36.2 -36.2 -36.2 -36.2 -36 .2 -36.2 -36.2 

Time 11 11 10 10 10 10 11 10 11 10 

Table 17 (cont.) : Varying F2 target and keeping F1 target constant 
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Target F1 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 

Target F2 -33.00 -32.90 -32.80 -32 .70 -32.60 -32.50 -32.40 -32 .30 -32.20 -32.10 

Reg .Sc. F1 -1.24 -0.98 -0.24 -0.24 -0.98 -0.98 -0.98 -0.98 -0.98 -0.98 

Reg .Sc. F2 -36.2 -35.9' -34.5 -34.5 -33.2 -33.2 -33.2 -33.2 -33.2 -33.2 

Time 10 10 0 0 0 1 1 

Target F1 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 

Target F2 -32.00 -31.90 -31.80 -31.70 -31 .60 -31.50 -31.40 -31.30 -31 .20 -31 .10 

Reg .Sc. F1 -0.98 -0.98 -0.98 -0 .98 -1.24 -1.24 -0.61 -0 .61 -0.61 -0.61 

Reg .Sc. F2 -33.2 -33.2i -33.2 -33.2 -34.4 -34.4 -33.2 -33.2 -33.2 -33.2 

Time 1 0 1 1 10 10 10 10 

Target F1 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 

Target F2 -31 .00 -30.90 -30.80 -30.70 -30.60 -30.50 -30.40 -30.30 -30.20 -30.10 

Reg .Sc. F1 -0.61 -0.61 -0.61 -0.61 -0.61 -0.61 -1 .06 -1.06 0.59 0.59 

Reg.Sc. F2 -33.2 -33.2: -33.2 -33.2 -33.2 -33.2 -32.3 -32.3 -31 .3 -31 .3 

Time 0 1 1 1 1 1 0 0 0 0 

Target F1 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 

Target F2 -30.00 -29.90 -29.80 -29.70 -29.60 -29.50 -29.40 -29.30 -29.20 -29.10 

Reg.Sc. F1 0.59 -0.87 -0 .87 -0.87 -0.80 -0.80 -0.80 -0.80 0.40 0.40 

Reg.Sc. F2 -31 .3 -30.7! -30 .7 -30.7 -32 .7 -32.7 -32.7 -31 .7 -29.9 -29.9 

Time 1 0 0 

Target F1 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 

Target F2 -29.00 -28.90 -28.80 -28.70 -28.60 -28.50 -28.40 -28 .30 -28.20 -28.10 

Reg.Sc. F1 0.40 0.40 0.40 0.40 0.40 0.40 0.40 0.40 0.40 -1.06 

Reg.Sc. F2 -29.9 -29.9! -29.9 -29.9 -29.9 -29.9 -29.9 -29.9 -29.9 -29.4 

Time 1 1 0 0 1 

Table 17 (cont.): Varying F2 target and keeping F1 target constant 

Concluding, the space that can be reached is reasonably fine gra ined, but we have to emphas ise 

that, in this experiment, we always accepted the first solution produced by the generator and that 

we only tested part of the stylistic space induced by factors 1 and 2. The space tested in this ex-

periment can be illustrated with figure 58, where the poss ible stylistic space is represented as a 

rectangular shape and the space tested by this experiment is delineated by the cross inside the rec-

tangle. In the next experiment we will explore, in a consistent way, all the regions in the stylistic 

space. 

experiment 1 
space 

Figure 58: Stylistic space tested in first experiment 
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3.2 Second experiment 

In this experiment we will test, using values in the whole stylistic space, how close the regression 

scores are to the target coord inates and how close the actual factor scores of the texts are from the 

target points. For this experiment, for a given target point, as in the previous experiment, we only 

considered the first text and its regression score output. 

In this exercise we divided the scoring space with an 8 by 10 grid pattern93 and asked the genera-

tor to produce texts in each of the points specified in this grid. The range of values, as expected, is 

the same as in the previous experiment and was obtained from the factor scores from the text 

samples. Figure 59 shows the grid with each point specifying the target scores for each text that 

should be generated (the number next to each point is the identifier of each text). For instance, 

text number 1 was targeted at coordinates (-7, -44), whereas text number 79 was targeted at co-

ordinated (+7, - 28). All the data used in this experiment is presented in table 18 (page 134). 
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Figure 59: Target scores for the texts in the second experiment 

93 As seen in the previous experiment, this cou ld be possibly subd ivided further. 
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3.2. I Comparing target points and regression scores 

In the first part of this experiment we wanted to know how close to the specified target coordi-

nates the resulting regression scores of a generated text were. This can be done in two different 

ways. The first is to plot the resulting regression scores (see figure 60) and visually check if it mir-

rors the grid-shape pattern of the target points (figure 59) - this can be done by inspecting the text 

numbers94
. This can be a bit misleading because there will always be variation around the target 

point that was supposed to be achieved (i.e., there is a margin for error) and this can blur the 

comparison not favourably. 
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Figure 60 : Texts scored by using the regression equation 

The second way a comparison can be made is by plotting the target points versus the regression 

results for each dimension (i.e., F1 and then F2) separately and obtaining a correlation measure 

between these values. That can be seen in figures 61 and 62 for respectively Fl and F2 - in each 

one there is a regression line, and an R2 (Rsq in the figures) value which is an indication of the 

amount of correlation between the values of target and regression points. In this case, there is 

94 Note that some texts obtained the same regression score and, in the graph plotted by the statistical 

package, their n umbers overlap. 
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high correlation between the target and the regression values obtained for both FI and F2 (0.957 

and 0.942, respectively).95 
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Figure 61: Plotting target points versus regression results for F1 
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Figure 62: Plotting target points versus regression results for F2 

With respect to the sources of error illustrated in figure 57 (page 119), in this stage we measured 

the error introduced by the generator (arrow B in the figure). The correlations obtained between 

the target and regression values, for both factors, are very high, which shows that the margin of 

error is small and, consequently, it shows that the search strategy used by the generator is working 

95 All the correlational figures (R2
) presented for this experiment are significant at the 0.01 level (two-
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very successfully. If we can point to an area of concern, this would be the lower values of both Fl 

and F2, as it could already be seen in figure 60 (bottom left corner). 

3.2.2 Comparing factor scores with regression scores and target values 

In this part of the experiment we want to know whether the regression equations are doing the 

job they are supposed to do by comparing the regression scores with factor scores obtained for 

each of the generated texts. In figure 63 we plotted the texts in a graph with their actual factor 

scores. In the ideal situation, the generator would have produced texts with the perfect regression 

scores and they would be identical to the factor scores, so the graph in the figure 63 would be like 

the grid-shape one (figure 59). However we have already seen in the previous section that this is 

not the case for the relation between the target coordinates and the regression scores. So we did 

not expect the plot of factor 1 against factor 2 to be a perfect grid. 
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Figure 63: Texts scored using the two factors obtained in our factor analysis 

In this section we will analyse the two sources of error. The first one is the error due to the regres-

sion values not being equal to the actual factor values (in figure 57, page 119, this is arrow C). 

tailed). 
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The second is the accumulated error of the regression (arrow C) with the error due to the genera-

tor (arrow B, seen in the previous section). 

Figures 64 shows the relation between the regression scores on Fl and the scores obtained using 

the original factor scoring equation. The value of R2 (Rsq in the figure), which portrays their cor-

relation, is even a bit higher than the value of R2 we obtained in the regression analysis in the 

previous chapter (here, it is 0.92 78).96 This means that the error introduced in this phase (ar-

row C in figure 57) is not big, and what this result shows is that, in practical terms, the regression 

analysis is working well as a proxy for the factor analysis. 
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Figure 64: Relating the regression values for F1 with the actual factor 1 scores 

Figure 65 shows the relation between the target points and the actual factor 1 scores obtained 

from the original factor equation of Fl. The value of R2 (Rsq), which represents their correlation, 

is as high as one would like it to be (0.9458), considering that this represents the possible accumu-

lation of errors of two stages: from the target to the regression scores (arrow B in figure 57), and 

then from the regression to the actual factor scores (arrow C). 

96 The correlation obtained in the regression analysis was 0.895. 
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Figure 65: Relating target values for F1 and their actual scores 

In figure 66 we see the relation between the regression scores of F2 and the actual scores on F2. 

Their correlation has a quite high value (an R2 of 0.9748), even higher than the one obtained in 

the previous chapter (an R2 of 0.959) - from this we can see that the error introduced in crossing 

arrow C in figure 57 is marginal. In figure 67 we can see the plotting of the target points on F2 

and their actual factor scores. The correlation between the targeted points and their respective 

factor scores is still high (an R2 of 0.9109). In terms of introduction of errors, this corresponds to 

the crossing of arrows B and C accumulated. 
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Figure 66: Relating the regression values for F2 with their actual values 
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133 

One interesting aspect about the possibility of accumulating errors due to two different process 

being applied (the guided generation process, and the estimation process done by the regression 

equation) is that the errors in one process can be cancelled out by the other process. It seems un-

natural to think that this would be possible, but this happened in this experiment. Visually it can 

be seen by inspecting the lower left region of the plot of regression values (figure 60) against the 

plot of actual factor scores (figure 63): there is no text at all in the region defined by the point (-4 

to -8, -45 to -40) and (-6 to -8, - 40 to -35) in figure 60, whereas they exist there in figure 63. 

By inspecting the correlation numbers (R2
) for all the graphs shown above, we can see that this 

cancelling out of errors happened on the Fl dimension where the final correlation of target values 

and their actual factor scores (this is the crossing of arrow B and C in figure 57) is surprisingly 

high (0.9458), considering that the correlation between target and regression (arrow B) is 0.9574, 

and the correlation between regression and actual factor scores (arrow C) is 0.9278. If it were not 

the case that the errors from one stage could cancelled out the errors from another stage, it would 

be expected that the resulting correlation number after two steps would be the multiplication of 

each step correlation, and hence the resulting correlation in this case would be 0.8882 (= 0.9574 

* 0.9278), not 0.9458. 
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Target Target Regression Regression Actual Actual 
TEXT F1 F2 F1 F2 F1 F2 

-7 -44 -2 .997 -40.648 -7.35294 -39.5441 

2 -7 -42 -4.27 -38.762 -7.14286 -37.0429 

3 -7 -40 -5.5429 -36.876 -6.94443 -34.6806 

4 -7 -38 -5.5429 -36.876 -8.33332 -34.6945 

5 -7 -36 -6.816 -34.99 -8.10815 -32.4594 

6 -7 -34 -6.629 -33.651 -6.66667 -30.7066 

7 -7 -32 -6.629 -33.651 -6.66667 -30.7066 

8 -7 -30 -8.0889 -33.104 -7.89474 -30.3421 

9 -7 -28 -8.0889 -30.242 -7.59491 -27.9544 

10 -7 -26 -8.0889 -27.38 -7.31705 -25.7439 

11 -5 -44 -2.444 -40.648 -4.41176 -38.1029 

12 -5 -42 -2.997 -40.648 -7.35294 -39 .5441 

13 -5 -40 -4.27 -38.762 -7.14286 -37.0429 

14 -5 -38 -4.083 -37.422 -5.6338 -35.1268 

15 -5 -36 -5.542 -36.876 -8.4507 -35.169 

16 -5 -34 -5.356 -35.537 -6.84931 -32.863 

17 -5 -32 -4.802 -32.891 -4.16665 -30.4861 

18 -5 -30 -6.263 -32 .344 -5.47948 -30.1096 

19 -5 -28 -6.263 -29.482 -5.26315 -27.6355 

20 -5 -26 -4.802 -27.167 -3.84614 -25.6377 

21 -3 -44 -1 .17 -42 .534 -4.54546 -40.7121 

22 -3 -42 -2.444 -40.648 -4.41176 -38.1029 

23 -3 -40 -2 .256 -39.309 -2.89855 -36.116 

24 -3 -38 -3.716 -38.762 -4.28572 -35 .6429 

25 -3 -36 -2.809 -36.663 -4.41177 -35.0295 

26 -3 -34 -3.53 -34.777 -4.28572 -32.7286 

27 -3 -32 -3.342 -33.438 -2.8169 -30.8733 

28 -3 -30 -3.53 -32.131 -4.3478 -30.1884 

29 -3 -28 -3.53 -29.269 -4.16666 -27.5715 

30 -3 -26 -3.53 -28.069 -3 .79748 -26.6051 

31 -1 -44 -0.617 -42.534 -1.51516 -39.2272 

32 -1 -42 -1.17 -42.534 -4.54546 -40.7121 

33 -1 -40 -0 .983 -41 .195 -2.98509 -38.6268 

34 -1 -38 -0 .983 -38.549 -1 .51516 -36.0606 

35 -1 -36 -0.983 -38.549 -1 .51516 -36.0606 

36 -1 -34 -0.983 -35.902 -3.07693 -34.9846 

37 -1 -32 -2 .256 -34.017 -4.47761 -32.5223 

38 -1 -30 -2 .256 -31 .371 -3.0303 -29.8637 

39 -1 -28 -0.796 -29.056 -1.47059 -27.4996 

40 -1 -26 -0.796 -27.857 -1.33333 -26.487 

41 -44 2.302 -43.628 1.5625 -40.3594 

42 -42 0.842 -43.081 -0 .00001 -39.7847 

43 -40 0.842 -40.435 0 -38.75 

44 -38 1.029 -39.096 1.53845 -36.6308 

45 -36 0.842 -37.788 -0 .00001 -36.0635 

Table 18: Data for second experiment 
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Target Target Regression Regression Actual Actual 
TEXT F1 F2 F1 F2 F1 F2 

46 -34 0.476 -36.449 -1 .5625 -35.4844 

47 -32 1.029 -33.804 1.5873 -31.2063 

48 -30 -0.796 -32.699 -1.36987 -31.4657 

49 -28 0.663 -29.603 0 -27.8645 

50 1 -26 0.663 -28.404 0 -26.8033 

51 3 -44 3.762 -44.175 3.1746 -40.9523 

52 3 -42 3.575 -42.868 3.27869 -40.5082 

53 3 -40 2.115 -41.338 -0 .00001 -39.7231 

54 3 -38 2.489 -39.642 3.125 -37.1563 

55 3 -36 2.115 -37.028 1.66666 -36 

56 3 -34 2.489 -35.797 2.85714 -32.6579 

57 3 -32 3.209 -33.591 3.38983 -33.017 

58 3 -30 3.502 -31 .107 4.91804 -26.9772 

59 3 -28 2.489 -28.843 3.125 -27.4808 

60 3 -26 2.489 -27.644 2.8169 -26.4113 

61 5 -44 5.222 -44.722 4.83872 -41 .5646 

62 5 -42 5.222 -42.076 4.91804 -40.5082 

63 5 -40 5.035 -42.432 3.1746 -40.8889 

64 5 -38 5.222 -39.429 4.99999 -37.7166 

65 5 -36 5.035 -38.123 5.17241 -37.1379 

66 5 -34 3.762 -36.021 6.25 -32.2777 

67 5 -32 3.762 -33.591 5.08474 -33.0848 

68 5 -30 5.035 -31.632 4.76191 -31.0432 

69 5 -28 4.962 -29.008 5.08474 -26.0423 

70 5 -26 3.762 -27.866 4.61539 -25.4561 

71 7 -44 6.495 -46.607 5 -44.55 

72 7 -42 6.495 -43.962 6.77966 -41 .7796 

73 7 -40 6.495 -41 .315 5.17242 -40.6725 

74 7 -38 6.495 -41.315 5.17242 -40.6725 

75 7 -36 6.495 -38.454 8.19672 -35.387 

76 7 -34 6.495 -36.024 8.92858 -34.6965 

77 7 -32 6.495 -33.162 8.47457 -31.2626 

78 7 -30 6.495 -32.179 6.45162 -31.4947 

79 7 -28 6.235 -30.894 7.01753 -28.6204 

80 7 -26 6.495 -28.334 5.88235 -27.3814 

Table 18 (cont.): Data for second experiment 

4 Conclusions 

In this chapter we presented a simple but effective mechanism for controlling the generation 

process when trying to produce a text with specific values in the factors/stylistic dimensions. We 

introduced a best-first approach to search the stylistic space by using the regression equations in 
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order to obtain the distance that a possible decision would be from the target point that was 

specified by the user. 

We have shown that a reasonable level of granularity of the stylistic space is achievable even using 

the strategy of always accepting the first solution provided by the controlled generator. We also 

showed that the control mechanism, with the same strategy of accepting the first solution, is ca

pable of guiding the generation of text in the whole stylistic space in a very precise way 

(correlational figures above 0.90 for both dimensions). 



Chapter 7 

Conclusion and further work 

1 Thesis contributions 

This thesis addressed the issue of controlling a natural language generation from the point of view 

of stylistic variation. The main issues that needed addressing were: 

1. to have a generic method of obtaining relevant stylistic parameters; 

2. to identify points inside the generator that are responsible for producing the solutions re

lated to the stylistic parameters; 

3. to have a strategy for controlling the generator in those points; 

4. to know when the text was generated in the required style. 

The thesis contribution is a generic framework for controlling stylistic variation in an NLG sys

tem. The approach that was taken is generic in a few but significant ways. First, it is generic in its 

approach to defining stylistic variation: it is trained by providing a corpus containing a range of 

styles and thereafter can be controlled to generate texts within the stylistic space implicitly defined 

by that corpus. This contrasts with approaches which use a pre-defined theoretical or informal 

notion of style - our corpus determines stylistic variation, not discrete style points. Furthermore it 

is not necessary to interpret the dimensions it uses as traditional 'styles' in order to evaluate the 

system, although it is possible and useful to do so for practical use. 

Second, the framework is in principle independent of the particular generation algorithm used, as 

long as it has the coverage to generate across the stylistic range, and identifiable choice points 

within its execution trace. The relevant decisions taken at the choice points are identified by the 

method used to correlate stylistic scores with decisions in the choice points - the decisions that 

137 
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are important (and this can be just a small subset of all decisions a generator takes) are those that 

have a high contribution to the correlational model. This is an important step in the direction of 

freeing the designer of the system herself from having to assign priorities to particular decisions, 

which could be an enormous amount of work.97 

Finally, internal control of the generator based on target values for the stylistic parameters was 

possible because the correlational analysis resulted in functions based on generator decision that 

could act as a proxy measure for the stylistic scores. The strategy used for controlling the generator 

was the first best choice at each local decision point. It does not guarantee that the best solution 

will always be reached first, but as our results show, the generator is driven to the target points in 

a reasonably precise way: for points scattered throughout the whole stylistic space, the correlation 

between targeted and achieved points was above 90 percent in the two stylistic dimensions. 

2 Future work 

There are several further avenues that can be pursued with our framework. The most prominent 

is the use of the approach into other domains. This thesis dealt with the issue of stylistic variation 

but, in theory, the approach can be applied to any kind of process to which there is a sorting 

function that can impose an order, using a measurable scale (e.g., ranking), onto the outputs of 

another process. 

Schematically the approach can be abstracted to any sort of problem of the form shown in fig-

ure 68. Here there is a producer process outputting a large number of solutions. There is also a 

sorter process which will classify those solutions in a certain order. The numerical value associated 

with the output by the sorter can be correlated with the decisions the producer took to generate 

97 Another possibility would be to make the designer treat all decisions with equal status, which could 

make controlling the generator more difficult (as more decisions to control could bring the possibility of 

more conflicts to solve). 
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the output. The same control mechanism used in this thesis can be introduced in the producer 

process, making it controllable with respect to the sorting dimension. 
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Figure 68: Abstracted version of the problem dealt with in this thesis 

There are several possible applications for this approach in the NLG field. For instance, more and 

more there are systems (e.g., (Langkilde and Knight 1998a,b); (Walker et al. 2002)) that are using 

fi lters (i.e., sorters) to select the best output produced by either a component or the whole system. 

These filters usually rank the output using a classifier and select the top-ranked ones. O ur ap

proach could be used to make the system (or component) directly produce the best ranked 

option(s) - it could be driven to produce the 'bad' options as well, but there is no point in doing 

that in this context. We intend to pursue this type of questioning in the context of the COGENT 

project98
, where one of the possibilities we are exploring is the issue of ambiguity - both avoiding 

ambiguity and trying to be ambiguous. Another issue that will be explored by COGENT is stylistic 

control using different corpora. 

98 COGENT (Controlled GENeration of Text) is a joint project between the Information Technology Re

search Institute (University of Brighton) and the Informatics Department (University of Sussex) that wi ll 

investigate how to control the generation of texts when using a wide-coverage generator. 
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One premise that was used throughout this project is that a 'generate and test' approach is ineffi-

cient. This issue will have to be explored further, but we have initial data that point to this 

conclusion. There are at least two possible ways of generating the solutions to test. The first way is 

to use systematic enumeration of all solutions, which was shown to be very inefficient due to the 

number of solutions generated - the input for generating a two-paragraph text, in our case, was 

able to produce around 1,400,000 solutions, and this can take days to be generated. 

The second way is to use randomly generated solutions. We did an initial experiment to see how 

many random solutions it would be necessary to generate in order to cover the stylistic space de-

fined by our two stylistic dimensions. For comparison, we are showing the data from 

experiment 2 of chapter 6 in figure 69 - in this figure each point was achieved in the first attempt 

and it is visible that all the stylistic space is achievable. 
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Figure 69: Points achieved in the first attempt 
(experiment 2 of chapter 6) 
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The experiment consisted in randomly generating 200 texts and plotting graphs with the scores 

for the first 10 (figure 70), first 50 (figure 71), first 100 (figure 72), first 150 (figure 73), and 

first 200 (figure 74) generated texts. It can be seen from the figures that, in this experiment, it was 

necessary to generate at least 100 text to start reaching a broad section of the stylistic space. Of 

course, this was just one sample of 200 texts generated randomly and these results cannot be gen-

eralised. In a further development we intend to explore this issue to see how this generalisation 

could be achieved. 
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Figure 70: Scores for the first 10 randomly generated texts 
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Figure 71: Scores for the first 50 randomly generated texts 
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Figure 72: Scores for the first 100 randomly generated texts 
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Figure 73: Scores for the first 150 randomly generated texts 
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Appendix A 

In this appendix we present evidence for the claim that Maclaren's factor analysis had some prob-

!ems. The first aspect is that technically she should have extracted (at least) 5 factors, instead of 

the 3 she did. 99 This is justified by inspecting the scree plot (figure 7 5) and the related table with 

the variance explained for each factor extracted (table 19). 100 

The third column in the table shows the variance extracted by each factor. If she had included the 

first 5 factors in her analysis, the total accumulated percentage of explained variance would be 

73.47 (instead of 51.60 percent for 3 factors). Unless a plausible justification was given, one 

should assume that a solution that explains almost 50% more of the variation than another is a 

better solution. Unfortunately Maclaren does not give any justification for limiting the number of 

factors to 3. 

The second aspect is that, even when extracting three factors (as she did) instead of 5, the tables 

that we obtained (tables 20, 21 and 22) did not match hers - compare our tables with hers (see 

table 5 on page 36). 

99 In fact, more factors could be extracted and, depending on the analysis of resulting factors, a final solu

tion should be chosen. 

100 The eigenvalues in the scree plot come from the second column in the table. 
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Scree Plot 
5..------------------~ 

Factor Number 

Figure 75: Scree plot for Maclaren's RST data 

Factor Initial Eiqenvalues Extraction Sums of Squared Loadinqs 

Total % of Vari- Cumulative Total % of Vari- Cumulative 
ance % ance % 

1 5.519 25.088 25.088 5.333 24.242 24.242 

2 3.021 13.733 38.821 2.794 12.700 36.941 

3 2.812 12.781 51.602 2.661 12.095 49.037 

4 2.512 11.417 63.019 2.405 10.931 59.968 

5 2.300 10.455 73.474 2.081 9.458 69.426 

6 1.448 6.580 80.054 1.307 5.943 75.368 

7 1.057 4.802 84.856 .883 4.014 79.382 

8 .996 4.527 89.383 

9 .784 3.566 92.949 

10 .701 3.186 96.135 

11 .398 1.810 97.945 

12 .311 1.414 99.359 

13 .114 .517 99.877 

14 .027 .123 100.000 

15 3.781E-16 1.718E-15 100.000 

16 1.425E-16 6.477E-16 100.000 

17 7.979E-17 3.627E-16 100.000 

18 -6.810E-20 -3.095E-19 100.000 

19 -5.499E-17 -2.500E-16 100.000 

20 -1.626E-16 -7.391E-16 100.000 

21 -6.112E-16 -2.778E-15 100.000 

22 -1.680E-15 -7.635E-15 100.000 

Table 19: Variance explained for Maclaren's data 
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Factor 

1 2 3 

ANTITHES .257 -.653 .141 

BACKGRD .441 .078 -.263 

CIRCUMST -.692 -.020 .225 

CONCESS .727 -.040 -.482 

CONDIT .243 -.105 -.483 

CONTRAST -.467 .235 -.149 

ELABORAT -.522 .307 .455 

EVALUAT -.626 .303 -.457 

EVIDENCE .189 -.593 -.522 

INTERPRE .058 .301 -.088 

JUSTIFY -.116 -.772 .332 

MOTIVAT .576 -.153 .272 

NVCAUSE .098 .484 .239 

NVRESULT .069 .059 .397 

OTHERWIS .652 .262 -.252 

PURPOSE .708 .107 .109 

RESTATE .282 .130 .480 

SEQUENCE -.494 .225 -.351 

SOLUTION .562 .191 .245 

SUMMARY -.223 -.413 .052 

VOCAUSE .642 .444 -.013 

VORESULT .636 .029 .284 

Table 20: Factor Matrix - Extraction Method: Un
weighted Least Squares 
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Factor 

1 2 3 

ANTITHES .416 .163 -.645 

BACKGRD .087 .416 .187 

CIRCUMST -.307 -.505 -.1 57 

CONCESS .135 .780 .148 

CONDIT -.200 .590 .015 

CONTRAST -.496 -.128 .197 

ELABORAT -.058 -.741 .153 

EVALUAT -.873 .075 .298 

EVIDENCE -.181 .741 -.475 

INTERPRE -.084 .023 .326 

JUSTIFY .327 -.145 -.851 

MOTIVAT .659 .036 -.1 22 

NVCAUSE .1 76 -.320 .457 

NVRESULT .361 -.361 -.002 

OTHERWIS .213 .446 .399 

PURPOSE .574 .173 .187 

RESTATE .567 -.367 .085 

SEQUENCE -.678 .054 .220 

SOLUTION .565 -.042 .227 

SUMMARY -.042 -.029 -.455 

VOCAUSE .367 .165 .538 

VORESULT .678 -.001 .067 

Table 21: Pattern Matrix 
Extraction Method: Unweighted Least Squares 

Rotation Method: Promax with Kaiser Normalization 
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Factor 

1 2 3 

ANTITHES .325 .231 -.527 

BACKGRD .281 .472 .261 

CIRCUMST -.527 -.637 -.294 

CONCESS .452 .847 .280 

CONDIT .017 .519 .044 

CONTRAST -.497 -.283 .065 

ELABORAT -.290 -.742 .044 

EVALUAT -.776 -.203 .105 

EVIDENCE -.024 .614 -.422 

INTERPRE .000 .035 .309 

JUSTIFY .076 -.136 -.794 

MOTIVAT .644 .259 .036 

NVCAUSE .167 -.197 .457 

NVRESULT .229 -.231 .036 

OTHERWIS .467 .574 .506 

PURPOSE .680 .405 .343 

RESTATE .454 -.151 .169 

SEQUENCE -.607 -.164 .069 

SOLUTION .602 .192 .353 

SUMMARY -.159 -.103 -.469 

VOCAUSE .552 .367 .645 

VORESULT .694 .254 .225 

Table 22: Structure Matrix 
Extraction Method: Unweighted Least Squares 

Rotation Method: Promax with Kaiser Normalization 
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1 Measure of sampling adequacy 

Several of the counted variables were not included in the analys is because they had a low value for 

the MSA parameter. The procedure fo llowed for excluding them was done step by step, i.e., at each 

step the variable with the lowest value was excluded and the analysis redone from scratch, as sug-

gested by (Hair et al., 1998, p. 122). A list of all those variables, in the order they were excluded is 

given in table 23. The MSA values for the variables used in the final analys is can be found in ta-

ble 24. 

Linguistic feature Individual MSA 

Split infinitives 0.39 

Relative clauses on object 0.42 

THAT relatives on object 0.43 

Gerunds 0.45 

Indefinite pronouns 0.45 

THAT relatives on subject 0.48 

THAT adjective complements 0.48 

BE as main verb 0.49 

Predicative adjectives 0.51 

IT without referent 0.48 

Suasive verbs 0.50 

Downtoners 0.52 

Hedges 0.50 

WH clauses 0.54 

Perfect aspect verbs 0.55 

Predictive modals 0.55 

'Because' 0.57 

'Seem' and 'appear' 0.59 

THAT deletion 0.59 

Possibility modals 0.58 

Split auxiliaries 0.58 

Amplifiers 0.59 

Table 23: Variables dropped because of low MSA 
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Linguistic Feature Individual MSA 

1 st and 2nd person pronouns 0.799181 

IT pronouns 0.871961 

Nominalizations 0.740897 

Nouns 0.618343 

Agentless passives 0.757264 

Infinitives 0.879527 

Conditionals 0.877842 

Prepositions 0.814699 

Attributive adjectives 0.717107 

Word Length 0.711486 

Sentence length 0.685762 

Private verbs 0.903752 

Imperatives 0.795422 

Paragraph length 0.746128 
(measured in words) 

Commas 0.714702 

Core verbs 0.914998 

Generic nouns 0.909286 

Kaiser's Measure of Sampling Adequacy: 
Over-all MSA = 0.78635451 

Table 24: Measure of sampling adequacy for the variables of the final analysis 

2 Oblique solution 

In this section, we present a possible oblique solution for our analys is which was obtained by ap-

plying a Promax rotation with the power parameter set to 2. Both the factor pattern matrix 

(table 25) and the factor structure matrix (table 2 7) should be analysed for a complete understand-

ing of the oblique solution. The former matrix is the one that should be used for obtaining scores 

for the texts. The factor structure matrix presents correlations between each factor with each vari-

ab le. The intercorrelation between factors is presented in table 26. 
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Obliquely Rotated (Promax) Solution 
Factor Pattern Matrix 

Linguistic features Factor 1 Factor 2 Factor 3 

1 st and 2nd pronouns 72 

Core verbs 61 38 

Conditionals 60 

Imperatives 34 34 

Nominalizations -57 

Agentless passives -65 

Prepositions -73 

IT pronouns 60 

Private verbs 52 

Infinitives 48 

Generic nouns 42 

Attributive adjectives -41 

Word length -51 

Nouns -77 

Sentence length 95 

Paragraph length 81 

Commas -36 74 

NOTE: Printed values are multiplied by 100 and rounded to the nearest integer. 
Values less than 0.3 have been printed as'.'. 

Table 25: Factor Pattern Matrix (standard regression coefficients) 

Inter-factor correlations 

Factor 1 Factor 2 Factor 3 

Factor 1 100 27 -21 

Factor 2 27 100 -10 

Factor 3 -21 -10 100 

NOTE: Printed values are multiplied by 100 and rounded to the 
nearest integer. 

Table 26: Correlation between factors 
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Obliquely Rotated (Promax) Solution 
Factor Structure Matrix (Correlations) 

Linguistic features Factor 1 Factor 2 Factor 3 

1 st and 2nd pronouns 78 46 

Core verbs 73 56 

Conditionals 61 

Imperatives 48 46 -35 

Nominalizations -60 

Agentless passives -68 

Prepositions -71 

IT pronouns 59 

Infinitives 52 

Generic nouns 34 49 

Attributive adjectives -40 -49 

Word length -40 -59 

Nouns -75 

Sentence length -33 98 

Paragraph length -32 84 

Commas -37 72 

NOTE: Printed values are multiplied by 100 and rounded to the nearest integer. 

Values less than 0.3 have been printed as'.' . 

Table 27: Factor Structure Matrix (correlations) 

Variance explained by each factor 
eliminating other factors 

Factor 1 I Factor 2 I Factor 3 

2.710188 I 2.379103 I 2.227694 

Variance explained by each factor 

ignoring other factors 

Factor 1 I Factor 2 I Factor 3 

3.997705 I 3.409248 I 2.745919 

Table 28: Variance explained by the factors 

3 Variable correlations and descriptive statistics 

Table 29 presents the Pearson correlation coefficients fo r all the linguistic features used in the 

final an alys is - using this matr ix, it is poss ible to reconstruct our solution . The descriptive statis-

ties fo r the linguistic features present in the final analysis can be found in table 30. 
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Correlation Matrix 

1 st and 2nd 
IT pronouns Nominaliza- Nouns Agentless Infinitives 

person pro- lions passives 
nouns 

1 st and 2nd person pronouns 100 16 -42 -40 -54 36 

IT pronouns 16 100 -14 -40 -8 23 

Nominalizations -42 -14 100 -4 52 -23 

Nouns -40 -40 -4 100 8 -39 

Agentless passives -54 -8 52 8 100 -30 

Infinitives 36 23 -23 -39 -30 100 

Conditionals 56 15 -28 -29 -34 19 

Prepositions -56 -4 42 11 41 -7 

Attributive adjectives -46 -35 35 26 23 -34 

Word length -37 -41 50 49 37 -33 

Sentence length -20 -11 23 -8 30 -19 

Private verbs 46 36 -16 -42 -18 34 

Imperatives 35 29 -30 -23 -52 36 

Paragraph length (in words) -20 -5 21 -13 30 -13 

Commas -5 -23 8 19 3 -22 

Core verbs 68 26 -43 -37 -48 40 

Generic nouns 35 33 -24 -29 -30 34 

Table 29: Correlation matrix of the linguistic features 

Conditionals Prepositions Attributive Word length Sentence Private verbs 
adjectives length 

1 st and 2nd person pronouns 56 -56 -46 -37 -20 46 

IT pronouns 15 -4 -35 -41 -11 36 

Nominalizations -28 42 35 50 23 -16 

Nouns -29 11 26 49 -8 -42 

Agentless passives -34 41 23 37 30 -18 

Infinitives 19 -7 -34 -33 -19 34 

Conditionals 100 -49 -21 -28 -9 35 

Prepositions -49 100 27 19 30 -30 

Attributive adjectives -21 27 100 51 19 -31 

Word length -28 19 51 100 15 -24 

Sentence length -9 30 19 15 100 -20 

Private verbs 35 -30 -31 -24 -20 100 

Imperatives 30 -28 -44 -31 -38 40 

Paragraph length (in words) -10 28 23 15 85 -10 

Commas 7 -2 20 25 69 -23 

Core verbs 54 -52 -38 -42 -37 55 

Generic nouns 19 -16 -24 -29 -31 42 

Table 29 (cont.): Correlation matrix of the linguistic features 
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Imperatives Paragraph Commas Core verbs Generic nouns 
length (in 
words) 

1 st and 2nd person pronouns 35 -20 -5 68 35 

IT pronouns 29 -5 -23 26 33 

Nominalizations -30 21 8 -43 -24 

Nouns -23 -13 19 -37 -29 

Agentless passives -52 30 3 -48 -30 

Infinitives 36 -13 -22 40 34 

Conditionals 30 -10 7 54 19 

Prepositions -28 28 -2 -52 -16 

Attributive adjectives -44 23 20 -38 -24 

Word length -31 15 25 -42 -29 

Sentence length -38 85 69 -37 -31 

Private verbs 40 -10 -23 55 42 

Imperatives 100 -30 -26 50 41 

Paragraph length (in words) -30 100 56 -26 -22 

Commas -26 56 100 -23 -25 

Core verbs 50 -26 -23 100 49 

Generic nouns 41 -22 -25 49 100 

NOTE: Printed values are multiplied by 100 and rounded to the nearest integer. 

Table 29 (cont.): Correlation matrix of the linguistic features 

Univariate Statistics 

Variable No. of Mean Standard Minimum Maximum 
observations deviation 

1 st and 2nd person pronouns 342 64.4230 21.4844 0.0000 121.2120 

IT pronouns 342 7.1499 4.5058 0.0000 25.0000 

Nominalizations 342 23.9925 12.2810 2.8209 93.5315 

Nouns 342 248.9080 27.1590 180.3470 326.7650 

Agentless passives 342 11.7259 7.3427 1.4025 41.9287 

Infinitives 342 15.2666 4.7470 2.3697 30.8748 

Conditionals 342 15.4216 5.4227 0.0000 34.5596 

Prepositions 342 96.5413 13.3777 62.6781 143.0820 

Attributive adjectives 342 39.7213 10.4409 10.5708 88.2867 

Word length 342 4.6849 0.2219 4.0196 5.9524 

Sentence length 342 12.4387 1.9874 8.5377 19.8396 

Private verbs 342 9.9585 4.7375 0.7257 26.5152 
Imperatives 342 23.7093 9.9278 3.3296 53.7634 

Paragraph length 342 18.1329 4.6539 10.5000 40.4167 

Commas 342 0.4319 0.2073 0.0649 1.2453 

Core verbs 342 41.0479 11.2027 4.7170 77.2277 

Generic nouns 342 6.8357 3.5583 0.0000 25.8780 

Table 30: Descriptive statistics for the variables 
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This appendix contains the section on 'how the patient should take his/her medicine' from some 

leaflets. Their purpose here is to illustrate the type of information that this section includes, i.e., 

information about the usual dosage, overdose and missed dose (see section 5.1.2, page 84). 

Ciproxin 

When and how do I take Ciproxin Tablets! 

The dosage of Ciproxin required and the duration of treatment depends upon the severity 

and type of your infection. 

Take the tablets as prescribed by your doctor. Usually this wit! be one tablet taken twice 

daily. The tablet(s) should be swallowed whole with a glass of water. Drink several more 

glasses of water during every day of your treatment, unless told otherwise by your doctor. 

usual dose Take the tablets for as long as directed by your doctor. The usual duration of treatment is 

between 3 and 10 days, but it may be longer if your infection is more persistent or severe. 

le is important that you complete the course of treatment, even if you begin to feel better 

after a few days. If you stop taking this medicine too soon, your symptoms may return 

Do not exceed the prescribed dose 

overdose If you take more than the prescribed dose, or in the event of an overdose, seek medical 

advice immediately and, if possible, take your tablets or the box with you to show the 

doctor. 

What slwuld I do if I forget to take my Ciproxin Tablets 1 

missed dose Take your normal dose as soon as possible and then continue as prescribed. However, if it 

is almost time for your next dose, do not take the missed dose and continue as usual, 

making sure that you complete your course of treatment. 
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Deltacortril 

How to take your medicine? 

The tablets should only be taken by mouth and can be swallowed with water. They can be 

taken before or after a meal. 

Treatment with Deltacortril Enteric is tailored to each individual. It is important to follow 

yoi.r doctor's instructions. 

usual dose The · d · ll I 0 20 d ·1 · h . l . d d. 'd d . starting ose is usua y . mg ai y eit er as a smg e morning ose or 1v1 e mto 

morning and evening dose. Bat depending on the illness being treated this can vary fwm 5-

60 mg daily, and in some instances it can be taken every other day. Once your condition 

starts to get better your doctor may change your dosage to a lower one. You should be 

careful to follow any changes 

* Withdrawal symptoms. If treatment is for longer than 7 days sudden stopping of 

treatment can cause the following symptoms: fever, painful muscles and joints, 

inflammation of the eyes and nasal passages, painfi.l and itchy skin lumps, loss of weight. 

What if you take too many tablets 1 

overdose . . 
Too many tablets can make yon unwell. Contact yoi.r doctor or nearest hospital accident 

and emergency department. 

What if you miss a tablet 1 

missed dose 
Take that tablet as soon as you realise and take the next dose at the correct time. 

Celectol 

How to take your tablets 

The usual dose is 200 to 400 mg first thing in the morning half an hour before food. 

usual dose The tablets should be swallowed with a glass of water. 

Keep taking your medicine until your doctor tells you to stop. 

It is important to take your tablets at the right time. Take them as directed by your doctor. 

The pharmacist's label will tell you how many to take and how often. If it does not, or you 

are not sure, ask your doctor or pharmacist. 

What if you forget to take your CelectoU 

missed dose Do not worry. Take your tablets as soon as you remember then go on as before. 

Do not take double the dose on the same day 

What if you take too many1 

overd0Se If you accidentally take too much, or if a child has swallowed any of your tablets, contact 

your nearest hospital casualty department or tell your doctor immediately. 
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Entocort 

How to take Entocort Capsules 

Your doctor will tell you how many capsules to take and when to take them. You should 

swallow the capsules whole with half a glass of water 

If you are having an attack of Crohn's disease, you will normally be told to take three 

Entocort Capsules in the morning before breakfast. You will normally take this number of 

usual dose capsules for up to eight weeks, and then gradually reduce the dose. 

Full effect is usually achieved in 24 weeks. You should continue to take Entocort 

Capsules, as your doctor has told you, even if you start feeling better. 

Do not suddenly stop taking your capsules without speaking to your doctor first, as this 

may make you ill. 

d I 
If you take too many capsules, then do not worry, but tell a doctor or go to a hospital 

over ose 
immediately. Take your capsules with you. 

If you miss a dose 

missed dose If you forget to take your Entocort Capsules, then take them as soon as you remember. Do 

not take more capsules in a day than you have been told to. 

Casodex 

Taking your medicine 

Follow your doctor's instructions about when and how to take your medicine. Also read the 

label. Your pharmacist can also help if you are not sure. 

usual dose I The usual dosage of Casodex is one tablet daily. 

I 
If you forget to take your medicine, take your dose when you remember and then take your 

missed dose next dose at the usual time. Don't take two doses at the same time. If you are worried, ask 

your doctor or pharmacist for advice. 

overdose! If you take more than your normal dose, contact your doctor. In the case of an overdose 

contact the nearest hospital immediately. 

Do not stop taking your tablets, even if you are feeling well, unless your doctor tells you. 
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